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When interest in neural networks revived some fifteen years ago, few people believed that such 
systems would ever be of any use. Computers worked too well; it was felt that they could be 
programmed to perform any desired task. 
 Clearly, fashion has changed. Now, limitations of current computers in solving many 
problems involving difficult to define rules or complex pattern recognition are widely recognized; if 
anything, expectations for neural networks may be too high. The problem is no longer to convince 
anyone that neural networks might be useful, but rather to actually incorporate such networks into 
systems that solve real-world problems economically. 
 Neural networks are inspired by biological systems where large numbers of neurons, that 
individually function rather slowly and imperfectly, collectively perform tasks that even the largest 
computers have not been able to match. They are made of many relatively simple processors 
connected to one another by variable memory elements whose weights are adjusted by experience. 
They differ from the now standard Von Neumann computer in that they characteristically process 
information in a manner that is highly parallel rather than serial, and that they learn (memory 
element weights and thresholds are adjusted by experience) so that to a certain extent that can be 
said to program themselves. They differ from the usual artificial intelligence systems in that (since 
neural networks learn) the solution of real-world problems requires much less of the expensive and 
elaborate programming and knowledge engineering required for such artificial intelligence products 
as rule-based expert systems. 
 In their current state, neural networks are probably best at problems related to pattern 
recognition. Some existing neural network systems can efficiently and rapidly learn to separate 
enormously complex decision spaces. The problem of coordinating many neural networks, each a 
specialist in dividing some portion of the decision space, has also been solved. It is in these areas, 
therefore, that the first commercial uses will appear. Products that recognize characters, assembly 
line parts or signatures, that make complex decisions mimicking or improving on human experts 
(such as underwriters) that can diagnose engine or assembly line problems are in the prototype 
stage and/or are already fielded. One expects, further, that the pattern recognition ability coupled 
with, and feeding back and forth to rule-based systems (as has already been done in some simple 
applications) will finally result in machines that share our ability to learn and duplicate our processes 
of reasoning-machines that might be said to think. 
 The question is not whether but when. 
 Predicting the future, as we all know, is risky. Predicting the evolution of new technology is 
downright hazardous. Who in the 1930’s would have said that among the consequences of the 
uncertainty principle would be transistors, silicon chips, and all of the vast array of solid state 
devices on which all modern computers depend? Or that superconductors would lead to 
extraordinarily sensitive detectors of magnetic fields now carried on many naval ships? Or in the late 
19th century, that among the consequences of the research of Maxwell, Lorentz and Einstein, would 
be all that we call modern communication: radio, radar, etc.? 
 Accepting that risk, I would predict that neural networks will become standard components of 
what we today call computers. This will likely occur in a somewhat evolutionary manner: they will 
encroach gradually-board by board, intelligent components, that can be trained by humans in a 
language humans understand, into dumb machines-somewhat like neo-cortex came to dominate 
the reptilean brain. And, just as the 20th century is the century of automobiles, airplanes, 
telephones and computers, the 21st will be the century of intelligent machines. We will not only 
learn to live with these machines but, indeed, will wonder, one day, how we ever lived without them. 
 
 

Another View of Neural Networks 
 Cooper, Leon (1972 Nobel Laureate)    
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Science, Engineering and Technology are as vital to our intellectual and cultural development 
(particularly our children’s) as they are to our training to get along in the Modern World. Some 
efforts to redress the problems involved in the general Public awareness and understanding of 
science and Engineering (PAUSE) issues are being initiated via the Vega Science Trust 
(www.vega.org.uk), which aims to take advantage of the revolution in TV and Internet 
communications technology to improve matters. The best scientists and science communicators are 
being recorded and the programmes are being broadcast on BBC-TV and the Internet. Furthermore 
School/University outreach programmes are being developed and Vega is piloting ways in which 
members of the Science, Engineering and Technology (SET) community can, as individuals and 
groups, make important contributions. Excerpts from SET programmes will be presented. These 
efforts present a perspective on SET which places the cultural factors in the foreground and focuses 
on the intrinsic charisma of science which is hidden from many. It is now crucial that the society in 
general and the scientific community in particular accept that serious problems are involved in 
communicating science and the Internet as set to play a major role. Before the invention of the 
printing press there was only one book in the west - the bible - and it was hand-written by monks. 
After the invention the printing press book - writing and reading was democratized and this was truly 
the beginning of general education. In a similar way the birth of the Internet has democratized 
broadcasting - the broadcasting channels no longer control the dissemination of recorded material - 
individuals and groups of individuals can now do it themselves and so the Internet has enabled 
broadcasting to fulfill the promise it has always had - to be a superb educational medium. 
 

There is no longer question that the Internet and electronic communication are the major new tools 
for collaborative advances in the creation of new knowledge and in future learning. There are 
countless examples of highly successful professional courses taught of the Internet. 
 Similarly, international and multidisciplinary collaborations in scientific research based upon 
little contact other than through electronic communication dominate the scientific literature. Perhaps 
the most profound examples of distance collaboration in science are found in astronomy. The 
Hubble telescope has permitted astronomers to gather breathtaking images from the most remote 
observatory imaginable - one in orbit around the earth. A significant challenge remains. The 
challenge is to devise a remote mode for nonverbal communication about difficult concepts. In the 
shared creation of new ideas and knowledge, facial expressions and body gestures frequently play 
an important role in peer interactions. As the speed and bandwidth of electronic communication 
increase, we have the prospect that the important elements of human contact can be imitated. 
Without the development of sympathetic peer or mentor relationships, distance learning will remain 
quite sterile. 
 

 TV is dead - Long Live the WEB 
  Kroto, Harold (1996 Nobel Laureate) 

Bob Richardson (1996 Nobel Laureate in Physics) 

Challenges of Distance Learning 
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Abstract—Future computing systems will 

comprise multiple processors to achieve high 
performance. The issues surrounding the 
programming of such systems offer a major 
opportunity for innovative research in computer 
system architecture. The ideas of global virtual 
memory, functional programming, and data-
cognizant control, which have long been ignored 
by mainstream computer architects, are relevant to 
addressing and solving the problems of 
formulating a satisfactory programming model for 
parallel computing, and developing computing 
systems that support such a model and the 
modular construction of software. The Fresh 
Breeze Project offers one approach to this goal. 

Index Terms—Computer system architecture, 
functional programming, concurrent processing, 
parallel programming models, software modularity, 
virtual memory. 

1. INTRODUCTION 

revolution is in the making in the architecture 
of computer systems. Computer processing 

chips are being built with from two to hundreds of 
processor cores. Yet there is no generally 
accepted approach to writing programs that can 
exploit the parallelism offered by these devices. 
There is no agreement about addressing the 
“memory wall” – the problem raised by the fact 
that the time to fetch data from off-chip memory 
is now hundreds of times greater than the time to 
execute an instruction. A major weakness in the 
way parallel programs are currently written is that 
they are not “composable” – it is not possible to 
use a parallel program as a component in 
building a larger program without understanding 
and revising internal details of the component 
program – a violation of basic principles of 
modular programming. 

This article reviews the field of computer 
system architecture based on my experiences as 
a participant in the field since the 1950s. It 
emphasizes concepts that, although they have 
had a degree of respect and acceptance in the 
past, have been ignored for many years by 
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computer architects. Some of these concepts 
have a strong relevance to the current crisis in 
computer architecture: global virtual memory, 
functional programming, and data-cognizant 
control. Many projects and research efforts have 
contributed to a wealth of knowledge about these 
forgotten ideas – a gold mine waiting to be 
tapped and exploited. The time is right to look at 
them again. 

2. VIRTUAL MEMORY 
In the history of computer architecture no 

innovation has had the impact on programming 
that virtual memory and paging has had. Two 
ideas have contributed to the evolution of virtual 
memory. The better known is from the Atlas 
machine[15] which introduced the use of a 
relatively small main memory divided into fixed-
size page frames loaded from a backing store on 
demand by a run-time control program. The need 
to load a new page was detected by failure to 
match the page number in a set of tag 
comparators, one for each page frame. 

The second idea is the concept of segment, a 
contiguous area of memory space allocated to 
hold a particular data or code object. In the Rice 
University Computer, code words were 
introduced[14] that defined the limits of a data 
segment so run-time routines could move 
segments about in the main memory and provide 
contiguous space for new data segments. 

The use of paging has become universal in 
commercial computers, and has made the 
programmer’s task far easier than before. Before 
paging the programmer had to decide which data 
and code objects should reside in the main 
memory through the course of program 
execution, and include code to explicitly move 
pieces of code and data between main memory 
and the “backing store”  (tape, drum, or disk) to 
meet the needs of the computation. (These 
programming gyrations have been reintroduced 
with the advent of the IBM Cell Processor.)  

Paging implements a “virtual memory” in that 
the programmer writes as though programs and 
data are laid out in an address space much 
larger than the physical main memory of the 
computer. The paging mechanism operates so 
the “working set” of code and data objects 
resides in main memory, and those objects not 

Forgotten Ideas in Computer Architecture: 
It’s Time to bring them Back!  

Dennis, Jack 
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currently in active use are automatically 
relegated to the backing store. This makes it 
possible for the programmer to practice the most 
fundamental technique of modular programming -
- calling a procedure module without the caller 
being concerned about the modules’ ability to 
access the data it needs to perform its function. 
In other words, paging hardware has provided 
the support needed for dynamic management of 
the memory resource, a feature that relieves the 
programmer of the task of planning the static 
allocation of memory. This has become an 
accepted standard of computer system 
engineering. 

Segmentation has had a less felicitous history. 
The concept was introduced to permit a data 
structure to grow (within a data segment) 
according to the needs of the specific 
computation being performed, not constrained by 
the presence in memory of other data objects. 
The idea of code words from the Rice University 
machine was adopted in the descriptors of the 
Burroughs B5000 system[7]. This feature allowed 
the automatic operating and scheduling program 
of the B5000 to load into main memory just those 
code and data segments needed to run the 
current constellation of user jobs. This opened up 
a new degree of power in modular programming 
because data objects (segments) of arbitrary size 
could be passed to and from a called procedure 
module. 

The Multics computer system[3] carried the 
idea of segmentation further. Its memory 
management hardware provided each user 
process with the capability of linking to as many 
as 218 data or code segments, each of which 
could hold as many as 218 words of information. 
A segment could be created of arbitrary size, and 
could grow or shrink as computation progressed. 
Segments were divided into fixed-size pages to 
make storage management simple, and so only 
the active pages of segments need be kept in 
main memory.  This effectively implemented a 
virtual memory space sufficiently large that there 
was no need for a separate means for accessing 
“files”: A file in Multics is just a segment, so 
accessing a “file” was just like accessing data in 
“memory”. These features of Multics gave its 
users a level of modular programming capability 
that did not exist before, and has not been seen 
since in commercial systems. 

Multics did not however provide the most ideal 
environment for modular programming for at 
least two reasons: First, because the linking of 
segments was done independently for each 
process, addresses (e.g. representing data 
objects) could not be passed between processes 
without losing their meaning. Moreover, if the 
owner of a process would like it to run 
continuously, linking to new objects as 
necessary, it was necessary to invoke 

mechanisms to unlink unneeded segments from 
the process – a violation of modularity principles. 
More relevant to the theme of this article, Multics 
did not support any means for encapsulating a 
computation by several processes into a module 
that could be used as a component of a larger 
program. Encapsulation could not be applied to 
parallel programs. Overcoming these defects in 
Multics remains a challenge for future system 
architects. 

3. FUNCTIONAL PROGRAMMING 
The main ideas of functional programming 

became of interest to computer scientists in the 
1960s through the efforts of such workers as 
Landin, Strachey, Burge[5], and others, largely 
motivated by the mathematical logic of Alonzo 
Church[8]. Functional programming is a 
“declarative” style of expressing computation, in 
contrast to the imperative style characteristic of 
conventional programming languages. A 
declarative style expresses “what is to be done” 
rather than “how it is to be done”. This means 
that functional languages do not use labels for 
memory locations, but only as names referring to 
values. The values to be calculated are defined 
in terms of intermediate values, which are, in 
turn, defined by other defined values, and so on, 
back to the input values for the calculation. 
Recursion is used as a natural way of defining 
sets of values generated by a series of similar 
computation steps, instead of iteratively 
“updating” loop variables. In this way, functional 
programs are much closer to the conventional 
expression of an algorithm in mathematical 
notation than is a program in, say, Fortran or C. 

Early workers in functional programming 
concentrated on the expressiveness and 
semantics of functional notations for programs. 
The functional programming community also 
studied type systems for programming languages 
such that one could guarantee that a successfully 
compiled program would never encounter a type 
error during execution. These ideas regarding 
types have finally made it into popular languages 
such as Java. 

One important property of functional 
programming languages is the absence of “side 
effects” of procedure calls. In procedural 
languages such as Pascal, C, and their 
successors, the procedure body may contain 
assignments to variables external to the 
procedure. (In some languages such 
assignments are limited to assignments to 
procedure arguments passed “by reference”.) In 
a “pure” functional language such assignments 
cannot be made. This property gives purely 
functional languages several important benefits. 
One is that of “referential transparency” – an 
expression of the language has the same 
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meaning (represents the same value) regardless 
of where it appears within the body of a function. 
A related property is that of “implicit parallelism” – 
any set of separate subexpressions of a function 
body may be evaluated in parallel; that is, their 
order evaluation does not affect the result. 
Programming languages that permit side effects 
forego this useful property, and it is necessary to 
employ sophisticated analysis techniques to 
discover sections of code that may be correctly 
executed concurrently. 

An often-mentioned limitation of functional 
programming is that side effects are used in 
programs to accomplish tasks that are not 
otherwise expressible – tasks involving the notion 
of “state”. One class of such tasks arises in 
situations where a sequence of values is being 
processed to generate a result sequence, and 
each element of the result is dependent on all 
input values that have been seen so far. A 
program that performs such a task must maintain 
an internal state that holds whatever information 
about past input values is needed to calculate 
future results. A purely functional language can 
express such tasks if the power of stream data 
types[11] is included. So far, important languages 
such as ML and Haskell have not adopted this 
enhancement. 

4. DATA-COGNIZANT CONTROL 
Data flow concepts of computation led to a 

flurry of interest in the 1970s and 1980s. Data 
flow offers an appealing idea of parallelism: the 
availability of data initiates action on the data. In 
particular, the joint presence of two operands can 
signal the time to apply an operation to two input 
values. This seems conceptually simpler than the 
software synchronization gyrations needed to 
start a third process just when two others have 
completed subsidiary tasks. Indeed, data flow 
principles are applied in superscalar processors 
to indicate when an instruction may correctly 
issue to a function unit. 

The right combination of control and data 
activated computation in a programming model 
can yield simplicity, elegance, and other benefits 
such as avoiding explicit locking and the 
problems of cache coherence. Two examples of 
combining control and data flow are part of 
current practice: One is message-passing where 
in the reception of a message a new activity is 
initiated; the other is the remote procedure call 
that starts a new process and provides its initial 
data in a single action. The concept can be made 
more universal with better architectural support. 

5. MODULAR CONSTRUCTION OF SOFTWARE 
Modularity in software concerns the ability to 

assemble large software systems from 
separately designed software components. Some 

principles for the practice of modular software 
construction were laid down many years ago. 
Parnas[17] identified “information hiding” as an 
essential element, and Boebert[4] emphasized 
context independence and the importance of 
using hierarchy. In Modula 2, Niklaus Wirth[18] 
introduced the practice of separating module 
inputs and outputs and precisely specifying their 
data types. 

A weakness of these early ideas about 
program modules is that they failed to deal with 
data objects represented as linked structures in 
memory. Although Parnas understood the 
desirability of encapsulating representations and 
operations on data structures, it was only with 
Simula 67 and Clu that these ideas became 
incorporated in programming languages, and it 
became clear that a garbage-collected heap is 
essential to achieve the full benefit of support for 
modular software. The advent of Java makes 
these ideas finally available in a popular 
programming language. 

Recently this author recognized a Secure 
Arguments principle[10], which requires that a 
software module not be able to modify input data 
in any way that would affect operation of another 
module presented with the same input 
concurrently. This is clearly important in a system 
supporting concurrent execution of program 
modules, where two modules developed 
independently might operate simultaneously 
using the same input object. Yet it is also 
important in sequential programming because it 
should not make any difference which of two 
independent modules is executed first when they 
share only input data. 

A summary of these ideas has been presented 
as six principles of modular software 
construction[10]: 

Information Hiding Principle: The user of 
a module must not need to know anything 
about the internal mechanism of the 
module to make effective use of it. 

Invariant Behavior Principle: The 
functional behavior of a module must be 
independent of the site or context from 
which it is invoked. 

Data Generality Principle: The interface 
to a module must be capable of passing 
any data object an application may 
require. 

Secure Arguments Principle: The 
interface to a module must not allow side-
effects on arguments supplied to the 
interface. 

Recursive Construction Principle: A 
program constructed from modules must 
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be useable as a component in building 
larger programs or modules. 

Resource Management Principle: 
Resource management for program 
modules must be performed by the 
computer system and not by individual 
program modules. 

Although it seems obvious that the architecture 
of a computer system would affect the ability of 
its users to practice modular software 
construction, computer architects have paid little 
heed to these principles. A module must be a unit 
of software that has well-defined interfaces with 
other modules and implements functionality 
independent of the context of use. To satisfy the 
Resource Management Principle, the system 
must implement resource management rather 
than permitting modules to make private 
decisions about use of shared resources. To 
satisfy the Data Generality Principle, it must be 
possible to pass arbitrary data structures held in 
heap storage as module arguments and results. 
This implies the necessity of a global address 
space. The Secure Arguments Principle implies 
that the language in which modules are written 
should not permit “side effects” through input 
data. 

6. ARCHITECTURE EVOLUTION 
Since the introduction of RISC architecture in 

around 1980, the main driving forces in computer 
architecture have been performance of programs 
written for the sequential programming model, 
and the ability to execute legacy code. This led to 
the ever-increasing complexity of processor 
architecture in a quest to execute more 
instructions per clock cycle. The added 
complexity usually increased power 
consumption; that was not an issue because a 
system would have only one processor chip and 
would include lots of memory and communication 
logic that would still dominate the power 
equation. In fact, any scheme that would utilize 
silicon area to achieve even a slight (single-
thread) performance gain was worth the 
investment: register renaming and wide 
instruction windows to increase the amount of 
instruction-level parallelism the hardware could 
discover in the instruction stream; logic to by-
pass use of the register file for results that could 
be immediately used by successor instructions; 
and mechanisms to ensure that results are not 
committed too early when instructions are issued 
out of their order in the instruction stream. The 
schemes included mechanisms such as branch 
prediction that permitted the processor to 
continue executing instructions following a 
branch instruction even though it might turn out 
that the branch is taken and the speculative 

execution has no value. This process of buying 
small performance gains for significant 
investments of silicon area has now run out of 
steam. 

Users interested in high performance for 
scientific computations have, since the “Attack of 
the Killer Micros”[6], relied on the most 
economical way of achieving supercomputer 
levels of performance: connecting large numbers 
of commercial microprocessor chips together and 
using message-passing models to write parallel 
applications. This approach has never been 
acceptable in commercial data processing 
because running legacy software packages has 
been a fundamental requirement. Instead, the 
client/server model allowed users to spread their 
workloads over multiple machines without 
disturbing the underlying software paradigm. 

Now the tables have turned. The speed of logic 
in future silicon devices is no longer expected to 
increase with each new generation of processor 
chip. The myriads of transistors it is now possible 
to fabricate in one chip must be put to better use 
than heroic attempts to improve single thread 
performance. Instead, the way forward is through 
concurrency, using multiple threads of computing 
to carry out multiple activities simultaneously. 
Power consumption has also become a big 
issue. Complex superscalar processors are now 
seen as an exorbitant waste of power and silicon 
area for the performance achieved. Using 
multiple copies of simpler processors is clearly 
the better choice; the pressing question is how to 
program them. 

7. IMPEDIMENTS TO PARALLEL PROGRAMMING 
Much has been made of the difficulties of 

writing parallel programs. Taking a sequential 
program and finding the parts that may be 
executed concurrently is a challenging task for a 
person, and the search for automatic means for 
uncovering opportunities for parallel computing 
has had disappointing results. On the other hand, 
experience has shown that parallel computers 
can be successfully used: most computing tasks 
can be analyzed and programmed to exploit the 
parallel execution capabilities of multiprocessor 
systems. However, there are at least four issues: 
First is the programming effort required to 
coordinate the activities of multiple threads of 
computing. Second is the cost in performance 
due to the additional instructions and processor 
cycles needed to implement the coordination. 
Third, the programming of thread coordination is 
rife with opportunities for errors that can lead to 
data races and nondeterminate behavior. Finally, 
data structures with shared access from several 
parts of a program are often a source of 
complexity because the program parts are 
running in different addressing environments and 
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their interaction requires translation of each 
communication into the address space of the 
receiver. 

These problems all arise from the absence of a 
satisfactory program execution model for parallel 
computing. The application program interfaces 
(API) provided by multi-core chip running 
conventional operating systems and providing 
library software for parallel computation violate 
many principles of modular programming. When 
one attempts to use a parallel program as 
component of a larger software unit, one finds 
that: 

• Processors are committed. 
• Data structures are distributed. 
• Files may be used, but only their names may 

be used in an interface. 
• The procedure call is an inadequate module 

interface, but the best available. 
• Side effects are rampant. 
• Naming conflicts arise. 
A common attitude is that these difficulties can 

be overcome through improvements in software: 
better languages, smarter compilers, and 
advanced run-time systems. Yet even the 
vendors of the new multi-core chips admit that 
new programming models are needed for parallel 
computing and are looking to the research 
community for ideas. 

Thus there is a new search for better ways of 
expressing parallelism. However, the search 
often presumes that good solutions will be found 
in more advanced and sophisticated software 
tools. I believe this search is futile because the 
source of the difficulties is the inadequacies of 
the application programming interface (API) 
presented by current multiprocessor systems and 
their operating software. 

8. THE OPPORTUNITY 
The theme of this article is that the difficulties 

of programming parallel computations can be 
eliminated by choosing a good programming 
model and supporting it with matching system 
architecture. 

It is possible to construct systems that 
exploit the parallelism present in 
applications and honor all six principles 
of modular software construction … 
and they can have superior 
performance. 

 A first requirement is that all threads of control 
use names (addresses) for objects that have the 
same meaning. A second requirement is that 
processing resources not be committed by a 
program module. Processors must be virtualized 
so they are available to perform any work that is 
ready to be done. A third requirement is that the 
means of thread coordination not present the 

programmer with choices that can result in 
needlessly nondeterminate behavior. Means that 
combine data flow and control flow concepts can 
provide a solution. 

The need for a major change is appreciated by 
leaders in industry. Dr. John McCalpin of IBM 
has said[16]: 

“Hardware must support dramatically 
superior programming models to 
enable effective use of parallel 
systems.” 

Workers on shared memory multiprocessor 
systems have long been concerned with the 
“memory model” presented by their systems to 
the user. In contrast, I believe that designing a 
memory model is solving the wrong problem. 
Computer systems are built to run programs, and 
it is the program execution model that determines 
whether a program behaves correctly according 
to the semantics of the language in which it is 
expressed. A memory model is relevant only as a 
component of a program execution model with 
which it must be consistent. 

9. THE FRESH BREEZE PROJECT 
An example of a forward-looking project is the 

Fresh Breeze Project being pursued by the 
author and students at the MIT Computer 
Science and Artificial Intelligence Laboratory. 
This project is evaluating a multi-core chip 
architecture that aims to support efficient parallel 
execution of large programs constructed 
hierarchically from modular components. A Fresh 
Breeze computer system will honor all six 
principles for modular software construction. To 
achieve this goal the Fresh Breeze architecture 
will use simultaneous multithreading processors, 
and provide a global memory consisting of fixed-
size chunks that are created and initialized by 
threads, but become read-only once they are 
shared with other threads. The Fresh Breeze 
multithread program execution model is an 
extension of the Cilk model[12], with hardware-
implemented futures to build producer/consumer 
style compositions of modules, and a special 
guard memory object to provide a transaction 
capability. A Fresh Breeze program runs with 
determinate behavior unless it contains uses of 
guards for transaction processing applications. 

The Fresh Breeze architecture provides an 
alternate machine-level view of computation – 
one consistent with principles of functional 
programming: Starting with given data, compute 
new values and store in fresh memory cells; don’t 
overwrite the given data – it may be in use by 
other concurrent activities. Achieving this 
requires the flexible and agile handling of 
memory and processor allocation that is built into 
the Fresh Breeze architecture. 
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Further benefits of the Fresh Breeze system 
architecture include: 
• The Fresh Breeze execution model does not 

permit creation of cycles of chunks, so 
reference count garbage collection may be 
used, realizing rapid, distributed identification 
of unused memory chunks. 

• Conventional files are supported as structured 
collections of memory chunks, and so may be 
freely passed between program modules. 

• Fine-grain management of threads is 
supported by an on-chip thread scheduler that 
provides flexible allocation of processing 
resources. 

• Many functions performed by the kernel of a 
conventional operating system are performed 
by Fresh Breeze hardware, eliminating a large 
source of software overhead. 

The Fresh Breeze multithread processor will, 
we believe, achieve competitive, even superior, 
performance for the area and power used. 

10. CONCLUSION 
The time is ripe for many innovative projects to 

explore new design spaces for computer 
architecture. The tools are available for 
constructing prototypes at modest cost, including 
the FPGA prototyping board developed by the 
RAMP Project[1]. A recent Berkeley Report[2] 
observes that the best choice along the line of 
simple to complex is not independent of the 
application domain and context of use, so there 
are many design points that would be worthwhile 
to explore. The Fresh Breeze Project makes 
some radical choices. Other design points may 
be capable of achieving similar goals. 

There is no longer an excuse for computer 
architecture research to evaluate minimal 
adjustments to conventional processor designs. 
Changes are needed in the nature of our 
computing infrastructure. Let us seize this 
opportunity to build a new foundation for 
computing, one that will have the power to 
change the way we construct software for the 
better. The coming years should see a 
blossoming of innovative work in computer 
system architecture. 
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Abstract—The paper primarily tries to identify 

the main obstacles for performance and 
complexity improvements in CMPs (speculative 
chip multiprocessors) with TLS (thread level 
speculation). It is focused on an analysis of the 
integrated speculation and coherence protocols in 
the state-of-the-art CMPs and identifies four areas 
where the improvements are promising: hardware 
overhead, software overhead, bursty traffic, and 
replacement policy. After an overview of each 
aspect, some ideas for reducing the identified 
overheads are outlined. Finally, the paper 
concludes with a very brief sketch of an innovative 
proposal which employs the lessons learned the 
previous analysis.  
 

Index Terms—coherence protocols, single chip 
multiprocessors, thread-level speculation 
 

1. INTRODUCTION 
he rapid technology advances in the past 
decade resulted in emerging of single chip 

multiprocessors (CMP). Their wide acceptance 
depends not only on the efficiency for parallel 
applications, but also on their ability to execute 
sequential applications in a cost-effective way. 
For this purpose, CMPs predominantly employ 
the thread-level speculation (TLS) technique [1]. 

The CMP architectures with TLS support can 
be classified into three main groups. The 
approaches from the first group are completely 
oriented towards exploiting speculative 
parallelism, e.g., Multiscalar (ARB and SVC 
schemes) [1,2], Multiplex [3], Trace processor [4], 
SM processor [5], MAJC [6], MP98 [7] and MIT 
MAP [8]. In these proposals application threads 
can communicate both through registers and the 
shared memory. It has been shown that 
hardware and software support for inter-register 
communication in these architectures is quite 
acceptable and effective to provide correct 
speculative execution. In addition, some of these 
systems, such as Multiscalar, Multiplex, Trace 
processor, MIT MAP or SM processor, have 
sufficient hardware support that enables them to 
deliver high performance by handling sequential 
binaries without a need for full recompilation of 
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the source code. However, when these systems 
run a parallel application or a multiprogrammed 
workload, large amount of speculative hardware 
and software support remains unutilized. 

The second group includes mostly generic 
CMP architectures with only minimal support for 
speculative execution, e.g., Hydra [9], 
STAMPede [10], and SP [11]. These systems 
restrict the inter-thread communication to occur 
through memory only. Studies about impact of 
communication latency on overall performance of 
speculative CMPs argued that a fast 
communication scheme between processor 
cores may not be required and that inter-thread 
communication through the memory is fast 
enough to minimize the performance impact from 
communication delays [9,10,11,12]. The limitation 
of inter-thread communication through the 
memory simplifies the design but the need for 
source code recompilation is still a disadvantage. 

IACOMA [12], Atlas [13] and SpecCMP [14] 
architectures are the representatives of the third 
group of CMPs with TLS support. They combine 
the best features of previous two approaches: 

• inter-thread communication both through 
registers and memory, and operation on 
sequential binaries without need for source 
recompilation as in the first group, 

• modest hardware support for speculative 
execution and generic enough CMP 
architecture as in the second group. 

 
The third group of CMPs with TLS support has 

simpler design and modest hardware/software 
support for speculative execution compared to 
CMPs from the first group. 

In speculative CMPs, correct speculation 
handling is usually integrated into protocols for 
coherence maintenance [15]. Several kinds of 
overheads or can be noticed in these protocols 
such as: 

• Hardware overhead, 
• Software overhead, 
• Bursty traffic on thread commit, 
• Inappropriate replacement policy. 
 

Our intention is to propose a speculative CMP 
architecture similar to the systems from the third 
group since they have a modest hardware and 
software support for the speculative execution 
and, also, with a support for the inter-thread 
communication both through registers and 

On Reducing Overheads 
 in CMP TLS Integrated Protocols 
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memory. The goal is to alleviate some of these 
overheads and to improve over existing solutions 
of the same kind. For that reason, in the following 
sections a brief analysis of overheads observed 
in Hydra [9], STAMPede [10], SP [11], IACOMA 
[12], Atlas [13] and SpecCMP [14] is presented. 
In addition, SVC scheme of Multiscalar employs 
an important speculative and, therefore, it is also 
included in this analysis [2]. 

2. HARDWARE OVERHEADS 

IACOMA, STAMPede, SpecCMP, Multiscalar 
(SVC scheme) and Hydra assign a number of 
state bits to L1 data cache lines/words as a part 
of the hardware support for speculative 
execution. In IACOMA and STAMPede each 
private L1-cache word and line, respectively, are 
augmented with additional 6 bits, while SpecCMP 
has even 8 additional bits assigned to each L1-
cache word. Tags of each data cache 32-byte 
line in Hydra also include additional bits to record 
the state necessary for speculation. The first two 
bits, Modified and Pre-Invalidate, augment the 
basic cache coherence scheme, while the other 
two sets of bits, Read-by-Word and Written-by-
Word, allow the detection of RAW violation using 
the write bus mechanism. SVC scheme incurs 6-
bit overhead plus a pointer for each L1-cache 
line. The pointer identifies the processor that has 
the next copy/version, if any, in the Version 
Ordering List (VOL) for a particular line [2]. 

SP uses the memory buffer in the run-time 
dependence checking. Namely, all of the target 
store entries, from current and the predecessor 
threads, are stored in the memory buffer. The 
memory buffer is used as a write-back buffer for 
the non-target store data. Each entry in the 
memory buffer includes the address tag and the 
data field as well as additional bits and bit fields 
such as: valid bit, alias count, target store 
distance vector (N bits) for address and target 
store distance vector (N bits) for data (N is the 
number of thread processing units) [11]. 

Also, all speculative CMP architectures exploit 
different hardware mechanisms for resolving 
memory data dependences and buffering of 
speculative states. This support adds on already 
present hardware overheads.  

The disambiguating mechanism in IACOMA is 
implemented through the memory 
disambiguation table (MDT) and a related logic 
that checks for data dependence violations. The 
MDT is analogous to a directory in a shared-
memory multiprocessor. It is a centralized 
approach that keeps its entries on cache line 
basis, while the information is maintained on per-
word basis. It augments overall bit overhead 
since each word in MDT has Load and Store bit 
for each processor. Also, it is possible that the 
MDT runs out of entries causing a stall of 
speculative thread while trying to insert a new 
entry in MDT. By using the values from MDT, the 

additional Check-on-store logic determines 
whether any successor thread has performed an 
unsafe load causing memory dependence 
violation [12]. 

The hardware overhead in SpecCMP is 
caused by complexity of control logic required for 
operations of the cache controller: ownership 
probing and data transfer for data forwarding 
between processor cores, violation detection and 
state transition. Since the management of 
speculative state is performed on per-word basis, 
the increase in area overhead of applied cache 
directory is significant in comparison to original 
MSI cache directory. The estimation of the delay 
of logic on critical paths and additional area 
overhead caused by added state bits in L1 
caches has shown that area overhead occupies 
more than half of the total delay for many 
protocol operations. However, the delay caused 
by accessing and comparing cache tags is higher 
than the area overhead. The critical path latency 
is increased by 11% when protocol operations 
are performed in parallel with tag comparison 
[14]. 

The Hydra employs a set of write buffers, 
rather than the L1-caches, to hold the speculative 
writes until they can be safely committed into the 
L2 cache. Hence, the shared L2 cache is 
guaranteed to hold the non-speculative data only. 
One write buffer is assigned to each speculative 
thread. In case when a write buffer has to be 
drained to L2 cache, the processor core sends 
the message to the buffer controller to initiate the 
procedure. There are more sets of buffers than 
processor cores in Hydra in order to allow 
continuity of speculative execution when those 
buffers drain their contents into the shared L2 
cache. Although inclusion of write buffers 
simplifies the protocol, they may become full and 
stall the speculative threads. Also, a coprocessor 
is assigned to each processor core to control the 
thread sequencing The coprocessor has several 
hardware mechanisms to support speculation 
and to simplify cache coherence scheme, but it 
incurs the additional area overhead. It has 
several control registers, a set of duplicate L2-
cache buffer tags, a state machine that tracks the 
current thread sequence and the interrupt logic to 
initiate software handlers [9]. 

The centralized logic called the Version Control 
Logic (VCL) is applied in SVC scheme as a 
hardware support for speculation. Each cache 
line includes a pointer that identifies the 
processor core that has the next version in the 
Version Ordering List (VOL) for that line. The 
VCL uses the bus request, the program order 
among the tasks and the VOL for appropriate 
response for each L1 cache when cache misses 
issue a bus request. Hence, each cache line is 
updated based on its initial state, the bus request 
and the VCL response.  

The Atlas is a CMP that engages aggressive 
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speculation techniques to enable the dynamic 
parallelization of sequential binaries. Thread 
speculation and data value/control prediction are 
combined to enable a processor to execute 
dependent threads in parallel. This architecture is 
critically dependent on performance of applied 
sophisticated data value/control predictor. It is 
implemented together with the global predictor 
with hardware structures added to each 
processor core or with modification of already 
existed hardware support inside each processor 
core. The inclusion of this mechanism resulted in 
an area as well as a run-time overhead [13]. 

3. SOFTWARE OVERHEADS 

Hydra uses a coprocessor as a 
hardware/software interface to control the thread 
sequencing in the system. These simple 
“speculation coprocessors” consist of several 
control registers, a set of duplicate secondary 
cache buffer tags, a state machine to track the 
current thread sequencing, and an interrupt logic 
that can start software handlers to control thread 
sequencing if necessary. Also, Hydra requires 
source recompilation, which is a serious problem 
when source code is not available. The register-
level coherence is also handled by a software 
support, which incurs additional time penalty [9]. 

Both STAMPede and SP require source 
recompilation to extract thread-level parallelism. 
STAMPede uses software speculation handlers 
and sophisticated compiler technology to support 
speculative execution [10]. SP architecture 
heavily relies on compiler to identify speculative 
threads and to generate an efficient threaded 
code. It successfully applies both classical and 
innovative complier techniques for program 
analysis and transformation in order to exploit 
more parallelism in programs [11]. 

4. BURSTY TRAFFIC ON THREAD COMMIT 

IACOMA L1 caches work in a restricted write-
back mode during the speculative execution and 
they are not allowed to displace modified lines. 
However, when a speculative thread acquires 
non-speculative status, modified lines can be 
displaced from L1 caches and they switch to 
write-through mode. When a thread completes 
and before it commits, any remaining modified 
cache line is flushed to memory causing the 
bursty traffic on interconnect. This may increase 
the time to commit the thread [12]. The same 
situation appears also in SpecCMP [14]. 

The STAMPede also performs writes of non-
speculative contents on thread completion [10], 
which results in same problems as in SpecCMP 
and IACOMA. SP’s thread pipelining execution 
model drains data from memory buffer to the L2 
cache during the write-back stage causing bursty 
traffic [11]. The same action is performed in Atlas 
on non-speculative thread completion. The write 

buffer associated to each CPU has to be flushed 
to the shared L2 cache by broadcasting the data 
values out to L2 cache and all speculative nodes 
causing the bursty traffic on an interconnect as 
well as an increase of thread commit time [12]. 

5. REPLACEMENT POLICY 

The IACOMA speculative protocol allows only 
non-speculative thread to displace an updated 
cache word from L1 cache, while any other 
speculative thread stalls on that occasion. To 
keep system simple, IACOMA did not include 
hardware support that allows the committed lines 
to remain in L1 cache after a new speculative 
thread starts on a processor [12]. 

The SpecCMP temporarily holds the 
speculative data in L1 cache of a speculative 
thread. When a speculative thread acquires non-
speculative status it is allowed to store data to 
the shared L2 cache and to replace the cache 
word found either in shared or modified state 
[14]. 

A cache line cannot be evicted from the 
Speculative Data Cache of a processor core in 
Atlas while that processor runs a speculative 
thread. In case when a cache line has to be 
replaced and only if cache lines with active 
speculation bits are available for replacement, 
the corresponding speculative thread must stall 
until it becomes non-speculative. The active 
speculation bits added to each cache line enable 
the detection of data dependency violation. If the 
speculative cache lines are evicted, the 
processor would not be able to track data 
dependences anymore and the speculative 
execution fails [13]. 

If a speculative thread tries to evict a cache 
line with the read bits set, the corresponding 
processor core in Hydra is stalled until the thread 
becomes either the head thread or is restarted. 
However, a small victim buffer is added to data 
cache in each processor core to prevent its 
stalling until the victim cache is full. The write 
buffers are added between each processor core 
and shared L2 cache to collect all writes made by 
processors during speculative execution. The 
buffer is drained to the shared L2 cache only 
when a speculative thread acquires the non-
speculative status. They may fill up during 
speculative execution, so the corresponding 
threads will be stalled (unless they are restarted) 
until they become the non-speculative [9]. 

The STAMPede generates a flush each time a 
speculative write accesses a dirty cache line. 
This action is performed in order to ensure that 
only up-to-date copy of the given cache line is not 
corrupted with the speculative write. When an 
epoch tries to replace a speculative cache line 
from the L1 cache during speculative execution, 
it is treated as a dependence violation. Two 
schemes are possible: first, that allows the epoch 
to proceed and to signal the violation, and 
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second, that suspends the epoch until it becomes 
non-speculative and, then, allows the 
replacement of given cache line [10]. 

SP uses memory buffers to save store 
addresses and data for run-time data 
dependence checking, as well as to save 
uncommitted produced data. The memory buffer 
has a fixed size and when it overflows the 
corresponding speculative thread must be stalled 
until all of its predecessors are completed. When 
it becomes the head thread, it obtains non-
speculative status and it is allowed to resume the 
execution. Then, the data from the memory buffer 
can be saved into the next memory level [11]. 

6. IMPROVEMENT AVENUES 

Based on lessons learned from previous brief 
analysis, some avenues for an improvement in 
each of four areas can be summarized: 

1. Hardware overhead can be reduced by 
using L1 data caches to buffer speculative data 
until they are safe to be saved in the shared L2 
cache, and by decreasing the number of 
additional bits for each cache word in L1 data 
caches as a support for resolving inter-thread 
data dependence violations. Also, it would 
implement simpler hardware mechanisms for 
thread control and sequencing in each processor 
core.  

2. Software overhead can be reduced if the 
source recompilation is avoided during 
partitioning the sequential programs into threads. 
Avoiding speculation handlers also leads to 
reducing the software overhead. 

3. The bursty traffic during thread commit 
incurred in most of speculative CMPs causes a 
delay in issuing a new thread to the core which 
executed the committed thread. Thread commits 
can be made more efficient by retaining the 
modified data in L1 caches until their 
replacement or intended modification. That way, 
the delay in issuing a new thread caused by 
bursty traffic on thread commits can be 
neglected.  

4. Replacement policies applied in current 
CMP architectures are based on classical 
temporal history of either cache lines or words 
that are candidates for replacement and they do 
not care about their current 
coherence/speculation states. A new 
replacement policy should first consider the 
cache word memory state instead of temporal 
history of use. However, among the cache words 
that are in the same memory state the 
replacement policy can follow classical FIFO, 
LRU or random policy as a secondary criterion. 

7. BRIEF SKETCH OF THE PROPOSAL 

With the experience gained from the previous 
analysis a proposal is made which attempts to 
achieve a cost-effective solution by removing or 

reducing the overheads observed in HW/SW 
support for speculation in current CMP 
architectures along the recognized improvement 
avenues. This section very briefly describes the 
basic elements of the proposal. 

1. CMP architecture 
Underlying speculative CMP architecture is 

similar to IACOMA [13], Atlas [14] and SpecCMP 
[15] and consists of four processor cores, each 
with private L1 data and instruction caches 
connected by a snoopy shared bus, while all 
cores share the unified L2 on-chip cache (Fig. 1). 
This architecture supports the inter-processor 
communication both through registers and 
memory. The hardware support for register 
communication includes a snoopy shared bus for 
transferring register values between cores and 
local scoreboards for keeping the status of data 
in registers. A hardware mechanism to support 
thread-level memory speculation is integrated 
into each processing unit’s cache controller. 

2. Speculation support 
The speculative threads are limited to inner-

most loop iterations. The status of non-
speculative thread moves from one thread to its 
immediate successor and so on after a thread 
completes. It is presumed that threads strictly 
commit in order to keep the sequential 
semantics. The thread has to wait to reach the 
non-speculative status before it can be retired 
and a new thread to be initiated on the same 
processor. 

The sequential application starts execution on 
one core, and then, when it reaches a loop entry 
point the multiple threads are spawned on other 
cores. Hence, there is always one non-
speculative thread, while all its successors are 
speculative threads. After the last iteration is 
completed, any iteration that was speculatively 
spawned after the last one is squashed. 

The speculative state is kept in private L1 
caches while the shared L2 cache keeps the 
sequential state (Fig. 1). Speculative data can be 
committed to the shared L2 cache only after 
thread becomes a non-speculative. Speculative 
threads get the required data from appropriate 
producer thread. In addition, when a successor 
speculative thread reads a cache word before a 
predecessor thread writes to the same cache 
word, the data dependence violation (RAW 
hazard) is detected. Then, the thread that caused 
the violation as well as all its successors, that 
might use data produced by violating thread, has 
to be squashed and restarted. 

3. Thread identification and manipulation 
The thread identification in a sequential 

application is achieved in software during a 
compilation For this purpose the modified binary 
annotator based on IACOMA annotation tool is 
used [16, 17]. The modifications of the IACOMA 
binary annotator are related to the classification 
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of writes to the loop-live registers. Those writes 
can be divided into non-final writes (NFW), final 
writes (FW) [16], and possibly final writes (PFW) 
(in enhanced version) [17]. NFW is one that is 
definitely followed by at least one write to the 
same register, while FW is definitely the last one. 
The PFW is one that might be either final or non-
final depending on the control flow of the current 
iteration. The annotator extracts multiple threads 
from sequential binaries without the need to 
recompile the source code.  

4. Register-level protocols 
Two versions of register-level protocol are 

proposed Snoopy Inter-Register Communication 
(SIC) protocol [16], and its extended version SIC 
(ESIC) [17]. The register communication between 
threads in both of them can be producer-initiated 
and consumer-initiated. 
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Fig. 1. CMP architecture 

A loop-live register value in the SIC protocol 
can be found in one of the following states: 
Invalid (INV), Valid-Unsafe (VU), Valid-Safe (VS), 
and Last Copy (LC). Other registers can be either 
in Invalid (INV) or Valid-Safe (VS) states. A read 
miss for a loop-live register causes a consumer-
initiated inter-thread communication. All possible 
suppliers, i.e., predecessors (non-speculative 
thread or/and earlier speculative threads) 
participate in distributed bus arbitration which 
chooses the latest predecessor. If there is no 
supplier available at the moment, the consumer 
thread blocks. FW request to a loop-live register 
incurs the producer-initiated communication by 
sending the value to the immediate successor 
thread. If the successor was blocked waiting for 
this particular value, it continues the execution.  

In handling of read misses to a non-looplive 
registers Read Snarfing is employed in order to 
decrease a number of misses and to validate the 
other registers more quickly. Last copy problem 
is managed by means of a separate state.  

However, the SIC baseline scheme does not 
resolve the problem of consumer thread blocking 
when requested register value has not been 
produced yet. Another proposal, the enhanced 

SIC protocol (ESIC), aims to obtain further 
performance gain preventing a consumer thread 
blocking in SIC scheme by aggressively and 
speculatively forwarding of possibly final register 
values. Although the ESIC protocol introduces 
two additional states, Valid-Possibly-Safe (VPS) 
and Valid-Possibly-Safe-Forwarded (VPSF), 
hardware and software support for this proposal 
are very slightly more demanding.  

5. Memory-level protocols 
The memory communication, buffering of 

speculative data and data dependence detection 
in this architecture is performed through L1 write-
back data caches with added support for 
speculative execution. Compared to register 
dependences it is very difficult to identify memory 
dependences from the binaries. Therefore, we 
decided to include a hardware support that is 
fully responsible for identification and managing 
of memory dependencies as well as for 
recovering the execution. The proposal for 
speculative execution respects the strict 
sequential semantics both in thread retiring, and 
a new thread initiation.  

This proposal for cache coherence protocol 
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with TLS support relies on snoopy cache 
coherence principles [15]. The baseline scheme 
modifies the snooping bus-based cache 
coherence protocol to support speculative 
versioning for proposed CMP architecture.  

The proposed integrated coherence and 
speculation protocol is called Speculation 
Integrated with Snoopy Coherence (SISC) 
protocol. The memory state is managed on a per-
word basis since previous work has shown that 
memory state management on a per-line basis 
could result in false dependence detection that 
causes the unnecessary threads squash and 
worse performance [2, 13, 15]. 

Three variants of speculative cache coherence 
protocol are proposed: first, a write-invalidate 
SISC protocol as the baseline scheme, second, 
an enhanced SISC variant, and, third, a write-
update based SISC protocol. 

The baseline scheme of SISC write-invalidate 
protocol uses 11 states to keep track of data 
status. It enables consumer-initiated inter-thread 
communication only. The correct value is 
supplied by most recent speculative thread, non-
speculative thread or shared L2 cache.  

The committed versions in baseline SISC 
protocol can remain in the caches after the 
thread that created the data has been committed. 
This way, the possible bursty bus traffic that may 
increase the time to commit the thread and delay 
initialization of a new thread to that processor is 
avoided. A modified committed cache word is 
written back to L2 cache when it is accessed next 
time either on local thread read/write request or 
on remote request(s) from other thread(s). The 
cache words found in stale, shared or modified 
committed state remains in the same state when 
a speculative thread reaches non-speculative 
status. Then, the thread can be retired and a new 
thread initiated on the same core.  

Following the analogy with register-level 
protocols, since the baseline SISC protocol does 
not support producer initiated communication on 
memory level, it is extended with new state 
Shared-Unsafe (SU) in order to support non-
demand inter-thread communication on write hits 
and misses. If a cache word is either in shared or 
stale state on a non-speculative write, or in any 
shared or speculatively modified state on a 
speculative write, it is forwarded to successor 
threads on non-demand basis. 

Third version of the cache coherence protocol 
with TLS support in proposed CMP architecture 
is based on write-update protocol. It uses 9 
states and an additional stale bit for each cache 
word in L1 cache. The inter-thread memory 
communication in this version can be both 
producer-initiated and consumer-initiated. In 
SISC write-update protocol whenever a shared 
cache word is written to the corresponding L1 
cache, its value is updated in the L1 caches of all 
successor threads that also have a given cache 

word in shared state.  
In all three variants of SISC protocol, an 

improved replacement policy is employed. It 
considers the cache word memory state as 
primary criterion for eviction instead of usual 
temporal history of reference. The first 
candidates for replacement are the words in non-
speculative states, because the replacement of a 
speculative word would causes a speculative 
thread squash and restart. It allows a speculative 
thread to evict from its L1 cache the modified 
committed cache words that are only up-to-date 
copies and that have been speculatively read or 
written. Also, clean words that have not been yet 
speculatively either read or write can be 
replaced. Hence, the processor stall will be 
avoided and the speculative execution will 
continue. However, among the clean cache 
words that are in the same state standard FIFO, 
LRU or random policy can be considered as the 
secondary criterion. 

8. CONCLUSION 

Current CMPs with TLS support have been 
analyzed for possible improvements. It resulted 
in identification of overheads in four areas: 
hardware complexity, software support, bursty 
traffic on thread commit and replacement policy. 
Based on the results of the previous analysis, a 
proposal of CMP architecture with protocols for 
register-level and memory-level communication 
is made which tries to reduce those overheads. 

This proposal decreases the directory 
overhead by using fewer bits both in register and 
memory protocols. Also, SISC protocols use the 
distributed arbitration for finding the appropriate 
supplier thread with modest hardware support. 
The software support doesn’t include speculation 
handlers nor requires source recompilation. SISC 
protocols retain the non-speculative data in L1 
caches on thread commits over time until their 
replacement in order to minimize the delay in 
issuing new threads. They also implement an 
improved replacement policy that reduces thread 
squashing and stalling. Future evaluation study 
should reveal the quantitative performance 
effects of proposed optimizations. 
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Abstract—A set of specific requirements, both 

functional and non-functional, to support round-
trip engineering of behavioral UML model elements 
is derived by studying existing solutions of round-
trip engineering in object-oriented modeling. This 
paper elaborates a use case- and test-driven 
approach named URCA to satisfy stated 
requirements. Experimental results gained with a 
prototype that implements the core technique are 
also given, along with a discussion of some 
questions requiring further investigation. 
 

Index Terms—object-oriented modeling, round-
trip engineering  
 

1. INTRODUCTION 
N contemporary OO modeling tools round-trip 
engineering of static model elements (classes 

and their relationships) is supported to a 
reasonable level. Typical usage scenarios are: 
(1) building an initial model by reverse 
engineering program code using a static analyzer 
and (2) maintaining consistency between the 
model and the code in both directions. The first 
scenario is necessary if the application was 
initially built without modeling. 

In this paper, the possible scenario of 
incorporating behavioral UML modeling elements 
in the round-trip engineering process is analyzed. 
The importance of having behavioral aspect of 
the system modeled has been discussed 
elsewhere, [6], [7]. Here, it is enough to state that 
many development methodologies, and 
specifically the Unified Development Process 
(RUP) [5] are use-case driven, and use cases 
are seen as an important integrating mechanism 
for the model as well as the process. 
Proposed in a paper is a method named URCA 
(Use-case Driven Model Recovery by means of 
Formal Concept Analysis) that, in author’s 
opinion, satisfy general requirements stated 
above and impose a minimal overhead to the 
overall round-trip engineering process. Also 
presented are experiences with a prototype tool 
that supports the core technique. 
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2. PROBLEM STATEMENT 
Round trip engineering is defined by Wikipedia 

(www.wikipedia.org) as a functionality of software 
development tools that provides generation of 
models from source code (reverse engineering) 
and generation of source code from models; this 
way, existing source code can be converted into 
a model, subjected to software engineering 
methods, and them be converted back. For a 
mathematical treatment of this notion see e.g. [4]. 

Based on the definition, one can identify the 
following high-level usage scenarios: 

1. Building the initial model from the code. 
2. Updating the model from the code. 
3. Updating the code from the model. 
A conceptual toolset depicted in Figure 1 

supports scenario-based round-trip engineering. 
Each element of the toolset will be explained as 
we elaborate high level usage scenarios.  

2.1 Building the initial model from the code 
The prerequisite for performing dynamic 

analysis of an application is to be able to compile 
it and run it. This is not a serious limitation, 
especially in the context of framework based 
development. The initial code is generated in the 
development environment, and it represents a 
complete application that can be compiled and 
executed. In any case, the user should be 
allowed to initially build only the static model, and 
to perform a complete reverse engineering once 
the application can be executed. 

 

Model 

Static Analysis 
Database 

Dynamic 
Analysis 
Database 

Test Suite 

Development 
Environment with
a Static Analyzer

Dynamic 
Analyzer 

Modeling  
Tool 

Automated 
Testing Tool

Source and Executable Code 

 Figure 1: A toolset to support scenario-based  
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round-trip engineering 
Now let us consider the complete process 

assuming that initially there is no model. The user 
first builds the executable code of the application. 
Then he or she devises a set of test cases. Some 
prescriptions are given in [5], but a general 
assumption is that for reverse engineering 
purposes a minimal set of test cases would be 
devised to relate only to the most important 
functionality. 

Using the modeling tool, the user creates an 
empty Test Model as prescribed by RUP. For 
each test case the user updates the Test Model 
by adding the particular test case and one or 
more use cases that are traceable to that test 
case (only model elements for those use cases 
are entered, and not the relations between them). 
Using the testing tool, user creates a test script 
for each test case and enters it in the test suite. 
The test tool should support test scripting and 
should also support capture/playback, so initial 
script is recorded by just executing the 
application. The dynamic analyzer supervises 
every execution of the application, extracting and 
recording data (further discussed in section 3) in 
the dynamic analysis database. 

When all test cases are defined and recorded, 
the initial model of the application is obtained 
“with a single click on a button”, first performing 
static analysis to obtain static model elements, 
then performing processing of execution trace 
data to obtain behavioral elements. In the context 
of RUP model template, static elements are 
grouped in layers and packages and then placed 
in the Design Model. All other required RUP 
template elements result from processing of 
execution traces. These are:  

• The Use Case Model, which contains actors, 
and abstract, concrete and included use cases.  
For each use case U there is a diagram “Local 
View” depicting all actors and all other use cases 
associated with U (Figure 2). There is also a 
diagram “Global View” representing all actors 
and all concrete use cases of the system.  

• The Design Model, which contains use case 
realizations; for each realization there is a 
traceability use case diagram depicting 
<<realize>> relationship between that realization 
and the corresponding use case (Figure 3). Also 
for each realization there is a diagram of 
participating classes representing all classes (or 
their roles) that take part in a realization of the 
corresponding use case (Figure 4). One or more 
interaction diagrams are also attached to a 
realization, depicting possible sequences of 
interaction between objects that belong to that 
realization. The Process Model, The Business 
Use Case Model, the Business Objects Model, 
the Analysis Model and the Process Model are 
optional in the standard template and will not be 
further discussed. 

Default Actor
(from Actors)

Working with Documents
Document Creating

and Deleting
(from Included Use Cases)

Creating, Opening and Saving

<<include>><<communicate>>

<<communicate>>

 
Figure 2: A sample Use Case Local View diagram 

Drawing

Drawing
(from Use Cases)

<<realizes>>

 
Figure 3: A sample Traceability diagram 
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CStroke

<<virtual>> + Serialize()
+ FinishStroke()
+ DrawStroke()
+ GetBoundingRect()
+ CStroke()
+ CStroke()

+m_pointArray

CScribbleView

<<afx_msg>> # OnLButtonUp()
<<afx_msg>> # OnLButtonDown()

#m_pStrokeCur CTypedPtrList<CObList,CStroke*>

+ AddTail()
+ RemoveHead()

CScribbleDoc

+ GetCurrentPen()
<<afx_msg>> # OnUpdateEditClearAll()
<<afx_msg>> # OnEditClearAll()
+ NewStroke()

+m_strokeList

Figure 4: A sample Participating Classes diagram 
 

2.2 Updating the model from the code 
There are several concrete scenarios of 

updating the model from the code: 
(1) The user may update only the static parts 

of the model, because such operation is 
inexpensive. The behavioral part would, of 
course, be left unchanged and progressively 
inaccurate. The inaccuracy could be partially 
detected by model checking (e.g. an object in an 
interaction diagram whose class does not exist in 
the model etc). 

(2) Let us first introduce the term “to invalidate 
a test case”. This term is not related to dynamic 
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analysis data, which are certainly outdated after 
the first change to the source code, but to failure 
of a test script to execute entirely. If a change in 
the source code does not invalidate any test 
case, and that condition can hold to a certain 
level of changes, then obtaining an accurate 
behavioral model is “one click on a button” 
operation, but of a long duration. The test 
automation tool should rerun all test scripts from 
the given test suite to update the dynamic 
analysis database. The behavioral part of the 
model is then built in the same way as in 
scenario 1, as a result processing execution 
trace. In an Intranet work team configuration, one 
can even imagine a dedicated server that 
constantly polls a version control server, builds a 
new version when it becomes available and 
executes test cases, thus providing a fresh 
dynamic analysis database to clients for a 
transparent update of their models.  

(3) If changes in the code invalidate one or 
more test cases, scenario (2) can be applied to a 
certain extent with a graceful degradation of 
model preciseness. That is, test cases that fail 
will not be incorporated in the analysis, resulting 
in a model lacking certain interactions. 

Ultimately, the Test Model should be updated 
by replacing or adding test cases and recording 
new scripts for those updated test cases. 
Dynamic analysis data should also be updated 
by running those tests.  

2.3 Updating the code from the model 
This activity is entirely driven from static 

elements of the model, and is not influenced in 
any way by behavioral elements. It should be 
noted that this process in general does not need 
any synchronizing source code comments. 

Finally, a round-trip engineering feature needs 
to be automatic and self-configurable to the 
highest level possible, robust, and of acceptable 
performance, even transparent to the user. And 
that may go to the expense of approximating a 
model as far as it does not interfere with code 
generation. 

3. A STUDY OF EXISTING SOLUTIONS 
Let us consider, for example, how round trip 

engineering feature is implemented in Rational 
Rose, a popular UML modeling tool. The code 
analysis is based on static source code analysis, 
as well as with other main stream OO modeling 
tools. That means that they can accurate recover 
only static modeling views, like class diagrams. 
The main usage scenarios from our problem 
statement are scenarios 2 and 3, which means 
that the user is expected to manually create Initial 
application model. There is, however, support for 
scenario 1, but it lacks mechanisms for logically 
grouping model elements in subsystems, 
packages etc apart from physical structure of the 
project code. The obtained model is somewhat 

approximate, but it is not an obstacle because 
the elements that are used to regenerate code 
from model are obtained with sufficient 
correctness. During analysis, a code is populated 
by comments used for synchronization between 
the model and the code. Regenerating the model 
from the code and vice versa is initiated with a 
single command. Performance is quite 
satisfactory. Some other tools, notably Together, 
have even smoother support for round-trip 
engineering: there is an instant synchronization 
between the code and the model, without the 
need for a user to initiate it, and also there are no 
comments in code cluttering the view.  

There exist several approaches to dynamically 
analyze the software system and produce 
interaction diagrams in the context of program 
understanding, reverse engineering, animating 
and debugging. However, neither of them 
specifically addresses round-trip engineering. 
What follows is a brief description of each of 
related methods, along with a comment on their 
potential strengths and weaknesses in the 
context of round trip engineering.  

Scene [7] is a tool that enables automatic 
instrumentation, dynamic analysis and 
generation of scenario diagrams (in fact object 
interaction diagrams, in which messages 
represent object creation, function calls and 
returns). Scene also enables browsing 
documentation from a certain points in a diagram 
(from an object to its class declaration, from a 
message to a call in a source, etc, to various 
other documentation). The diagram abstraction is 
done using static and “physical” criteria: 
representing modules as objects, and using 
several operations to divide a diagram that 
exceeds the maximum size. One of them is call 
compression, that is, the exclusion from a 
diagram of all messages from the point of the call 
to the point of the corresponding return. The 
Scene method seems to be robust without 
requiring much or any preconfiguring, but lacks 
the notion of use case realization, and poses 
extra requirements on the user interface of a 
modeling tool. 

IsVis [6] is a tool to support browsing and 
analyzing execution scenarios of large 
applications. The interesting feature is a support 
to the user to identify recurring patterns of 
interaction. Patterns are parts of interaction 
diagrams that can be specified by replacing 
some messages with a wildcard to exclude them 
from a matching process. The user has a visual 
aid for identifying patterns in the form of global 
overview of the complete interaction sequence 
named Information Mural. The tool automatically 
finds other occurrences of a pattern once the 
user specifies the first one. The collection of all 
such identified patterns is termed Program 
Model, and is used to abstract and structure 
interaction diagrams. Compared to URCA 
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approach, IsVis also uses related functionality as 
a grouping criterion (its patterns roughly 
correspond to URCA concepts), but uses manual 
approach to structure the model. Manual 
approach would make initial reverse engineering 
more tedious, and also impose a requirement to 
update the Program Model with each change in 
code. 

SCED [12] tool illustrates an approach to 
automatically synthesize state diagrams from 
object interactions. This technique seems 
potentially suitable for application in round-trip 
engineering. 

Systä [11], [13] presents an experimental 
Shimba tool that uses SCED and Rigi [9] to 
combine information obtained from static and 
dynamic analysis and to create various views in 
analyzing Java software. The event trace 
information included in the scenario diagrams is 
used to build high-level dynamic views applying 
two techniques: state diagrams and pattern 
matching. State diagrams are generated 
automatically for selected objects to view their 
overall behavior. String matching algorithms are 
applied to search behavioral patterns from the 
scenario diagrams, and present them as 
repetition constructs or subscenarios. 

4. THE PROPOSED SOLUTION 
URCA method [1], [2] is grounded on formal 

concept analysis [3] to group functions of the 
analyzed system in a hierarchical structure using 
a criterion of common behavior. So-called 
context relation is constructed on the basis of 
collected dynamic analysis data (function 
execution counts). It essentially relates each 
function F to a use case U if and only if there 
exist at least one test case that executes F at 
least once and is traceable to U. Dynamic 
analysis data are preprocessed in a suitable way:  

• All irrelevant functions (essentially those that 
are not user defined and those that have different 
execution counts in two different executions of 
the same test case) are filtered out. 

• To account for extended use cases, an 
operation on test data termed differentiating 
(essentially subtracting execution counts) is 
defined. Data for most test cases are for example 
differentiated with “app. start and exit” one.  

On the basis of context relation, the concept 
analysis derives a concept lattice – a form of an 
acyclic digraph. Nodes are termed concepts. A 
concept is generally defined with a set of use 
cases and a set of related functions, and is 
interpreted as a UML collaboration element (that 
realizes those use cases). Remark: in the lattice, 
only one appearance of each use case (one that 
belongs to the highest concept) and one 
appearance of each function (one that belongs to 
the lowest concept) is taken into account, as 
prescribed by concept analysis. In a normal 
situation, there will be at most one use case per 

concept (in the opposite case, test cases were 
not discriminatory enough). Concepts that 
contain an empty set of use cases correspond to 
common functionality not “visible” from the 
outside, so one can define one internal function 
for each of those concepts.  

An edge in a lattice between a pair of concepts 
represents generalize (in case a parent concept 
contains an abstract use case) or includes 
relations between use cases that correspond to 
those concepts. Extends relation is not presented 
in a concept lattice, but is determined on the 
basis on test data differing operation.  

To reduce the overall number of concepts, 
each concept that has an empty set of user 
defined use cases, and the cardinality of the set 
of its functions below a certain threshold value, 
can be eliminated from the lattice. In that case, its 
functions are taken into account in each of 
successor concepts; its successors are directly 
related to each of their predecessors.  

Figure 5 depicts the concept lattice obtained 
for Scribble application from Microsoft Developer 
Network Library. Concepts are named after the 
corresponding use cases, except concepts 
marked with #. These are for included use cases 
and are named after contained functions and 
their classes. Concept marked with � 
corresponds to abstract use case, those without 
marks to concrete use cases. Twelve test cases 
in total were executed. 

Actors are introduced in a model by relating a 
set of functions to each actor, in a similar way 
that IsVis [6] technique does. Manual 
configuration and update of this information 
during round trip engineering has been avoided 
by introducing a default actor, as explained in 
section 4.1. 

Space limitation prevents us from explaining 
how each element of RUP template is generated 
from the concept lattice, but the following 
discussion will concentrate on interaction 
diagrams. 

4.1 Generating interaction diagrams 
Profiling information is, of course, not sufficient 

for this purpose. Therefore, URCA uses program 
trace in the form of function call tree, as exported 
from MuTek Bug Trapper tool (BT), and depicted 
in Figure 6. BT operation relies not on code 
instrumentation, but on architectural features of 
Intel processors. BT supports tracing debug 
versions of library code, providing information 
about parameter values and time marks, defining 
tracing on/off triggers in code, etc with negligible 
performance penalties.  
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Figure 5: The concept lattice for Scribble 

Nothing is required concerning the use of Bug 
Trapper when writing code. BT needs only the 
code to be compiled with debugging information 
included. BT provides a superset of profiler’s 
information, therefore it is sufficient to use BT as 
a dynamic analyzer. Not all test cases used for 
constructing a lattice need to be depicted in a 
model with diagrams, but only those revealing the 
most interesting interactions. 

void f2(){} 
void f1(){ f2(); } 
void f3(){ f1(); } 
main() { 
     int i; 
     f3(); 
     for(i=0; i<2; i++) 
             { f1(); } 
     f2(); 
} 

main( )
f3( )

f1( )
f2( )

f1( )
f2( )

f1( )
f2( )

f2( )

time
flow

 
Figure 6: A sample program and its call trace 

Interaction diagrams, in general, represent 
objects and their interactions in the form of 
messages – directed arcs from one object to 
another. Figure 7 presents an example of an 
interaction diagram in a form of the sequence 
diagram, as generated by URCA. 

A collaboration diagram is another form of 
interaction diagram and is automatically 
generated from a sequence diagram and vice 
versa by Rose. 

: Default
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ntfromView
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Doc

:Stroke

OnLButtonDown()

GetDocument()

NewStroke()

FinishStroke()

GetCurrentPen()

FinishStroke()

OnLButtonUp()

GetDocument()

GetCurrentPen()

FinishStroke()

Figure 7: A sequence diagram generated by URCA 

Each diagram is connected to one use case 
realization and the trace of one test case can 
generate more than one diagram. There is a 
discussion in [11] about abstracting interaction 
diagrams in a vertical way, by choosing the level 
of granularity at which objects are presented, and 
in horizontal way, by replacing a sequence of 
messages with a representative. 

In the proposed method, diagram objects are 
either unique class instances, or representatives 
of related use case realizations (for example 
“Getting Document From View” object in Figure 
7), or actor instances. Messages correspond to 
function calls, and horizontal abstraction is 
realized with the following operations on call 
traces: 

• The replacement of references to every 
function not contained in the lattice by a 
communication with a default actor instance. Of 
course, the user can introduce more actors and 
assign some of those filtered out functions (and 
other functions) to them to obtain a more precise 
model. For example, Figure 8(a) and 8(b) 
represent traces obtained from the one in Figure 
6 by filtering out f3() and main(), respectively.  

• The elimination of repeating calling 
sequences. That is, if there exists a pair of nodes 
in a call tree with the same list of predecessors 
(starting from the root), the node that is 
chronologically later is eliminated if it has no 
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successors. The elimination of all such 
sequences is done in two passes through the 
trace, [3]. Figure 8(c) shows a call trace obtained 
from the one in Figure 8(b), where the calling 
sequence f1()-f2() has been eliminated. 

(a) (b) (c)

main( )

f1( )
f2( )

f1( )
f2( )

f1( )
f2( )

f2( )

f3( )
f1( )

f2( )
f1( )

f2( )
f1( )

f2( )
f2( )

f3( )
f1( )

f2( )
f1( )

f2( )

f2( )

Figure 8: Operations on call traces 
The principles of generating interaction 

diagrams based on call traces and the concept 
lattice are as follows: We analyze each pair of 
successive nodes A and B connected with a link 
in the call trace, and determine their 
corresponding concepts CA and CB, unless one 
or both of them are actor instances.  

If CA and CB both exist and are the same, we 
place class instances or class utility instances for 
A and B on a diagram attached to that concept, 
and a message link between them.  If CA and CB 
both exist but are not the same, we represent this 
interaction on diagrams attached to both CA and 
CB, placing a CB representative on a diagram 
attached to CA, and a CA representative on a 
diagram attached to CB. If one of concepts, say 
CA do not exist, and the other exists, then we 
place an actor instance A communicating with an 
object for B on a diagram attached to CB. If both 
A and B correspond to actors, we place the 
<<communticates>> relation between them in 
Global View use case diagram. Note that Rose 
does not provide special means to represent 
“included” or “extended” interactions on a 
diagram. 

5. A CASE STUDY 
A prototype tool named URCA supports a core 

process (that is, reverse engineering without test 
automation). It runs on Windows and requires a 
Microsoft Visual C++ or Borland C++ profilers 
and MuTek Bug Trapper tool, along with Rational 
Rose to view the resulting model. The model is 
built from a script file that URCA automatically 
generates.  

As a small but illustrative URCA usage case, 
let us consider the reverse engineering of UML 
model for Wordpad application from Microsoft 
development network source code examples. 
Wordpad consists of 925 functions (excluding 
MFC framework and other library functions) and 
about 10.000 lines of source code. 26 use cases 
could be devised (5 abstract and others 
concrete) and 22 test cases exercising them, 

which cover about 68% of functions. The 
resulting lattice contains 35 concepts, 5 for 
abstract use cases, 16 for concrete and 15 for 
included ones. Some use cases were grouped in 
the same concept for example “Insert line of text”, 
“Delete line of text”, and “Edit line of text” either 
the use cases should be reformulated or the test 
made more discriminatory). Distribution of 
functions per “included” use cases is as follows: 
0 with 0 functions, 3 with 1, 4 with 2, 1 with 3, and 
others with more than 3 and less than 27. So we 
could cut a half of “included” use cases by 
eliminating those concepts that contain less than 
3 functions. The largest potential number of 
objects on any interaction diagram is 12. 

Another URCA usage example was a partial 
restructuring of XCTL — an application for 
controlling laboratory equipment for the analysis 
of semiconductor structures and their pictorial 
representation at the Max Planck Institute, and 
also a reference software reengineering project 
at Humboldt University Berlin. XCTL is based on 
a very complex problem domain and consists of 
about 60 custom views and dialogs, and about 
44000 LOC in more than 70 C++ source files 
using Windows native system interface. XCTL 
GUI subsystem was successfully ported to 
Microsoft Foundation Classes framework from 
older technology using URCA methodology. 

6. CONCLUSIONS 
After establishing that a round-trip engineering 

feature needs to be automatic and self-
configurable to the highest level possible, robust, 
and of acceptable performance, even transparent 
to the user, the URCA method is proposed in this 
paper as a possible solution for round-trip 
engineering of full models according to Unified 
Process template. 

One of the questions that have to be further 
investigated is a support for consistency 
checking of manually created model elements, 
which form an abstraction of a real system (for 
example, the Analysis Model). The possible way 
to resolve a problem is to define traceability links 
to those elements and apply an approach similar 
to software reflexion modeling [10]. 

Another issue is defining further horizontal and 
vertical abstractions for behavioral model 
elements. The new abstractions would probably 
include static model elements. 
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Abstract—Intention of this paper is to brief the 

reader with overall status of the support for 
knowledge tests in contemporary software. Need 
and multiplicity of ways to ask a question and to 
administer a knowledge test have lead to devel-
opment of numerous systems with different output 
formats, thus pushing the need for standardization 
to front. In order to classify relevant terms, two 
main criteria are taken into account – whether a 
term refers to a regulation or to a software product 
and term's generality. Additional criterion is ap-
plied to classify products: free of charge (even 
open source) or commercial. Examples are given 
for all of the classes constructed using these crite-
ria. Also provided are list of further readings and 
brief comparison of relevant features in most 
prominent software tools, based on the proposed 
question-type taxonomy. 

Index Terms—CAA, IMS QTI, knowledge test, 
LMS, question, quiz, SCORM, VLE. 

1. INTRODUCTION 
EGARDLESS of the field, need for assess-
ment of human resources is ubiquitous within 

academia and industry. During this process, psy-
chological, especially knowledge, tests are often 
used as a time-saving tool. There are three 
common phases during their life cycle: assembly, 
administration, and scoring. The term assembly 
denotes creation and/or selection of items for a 
test, administration is presentation of some or all 
items contained in the test to the examinees, 
while scoring is associating some, most often 
numerical, data with examinees' responses. The 
concept has been basically the same for dec-
ades, what changes over years is the increase in 
use of computers to automate the process.  

One of important parts of e-learning is knowl-
edge assessment, which belongs both to educa-
tion and psychology. Within this context, tests are 
often referred to "knowledge tests" or "quizzes", 
items are referred to as "questions" or "prob-
lems", and examinees are referred to as "stu-
dents" or "learners". In this paper, the first of the 
two options will be used for each of three terms. 

This paper is created as a first part of broader 
survey conducted at School of Electrical Engi-
neering at University of Belgrade during research 
and development that resulted in the assessment 
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software called test [1], which is made up of 
modules that help automate described phases of 
knowledge test's life cycle. 

2. PROBLEM STATEMENT  
There are many ways to create and to ask a 

question. There are many ways to select ques-
tions for a test and decide on the order of their 
appearance. There are numerous related soft-
ware systems in existence, only simple listing of 
which would take a lot more than one journal pa-
per. That is why there are many question types 
available in the existing software, some of which 
were impossible to use in a paper-and-pencil test, 
mostly due to their interactivity. Software products 
that support creation of diverse question types 
and various test assembly and/or administration 
methods are producing custom output, which can 
hardly be used by some other similar tool. This 
plethora of output formats caused the situation 
where most tools are not interoperable, which 
further lead to introduction of standards and 
specifications that regulate format of questions 
and tests (e-learning content in general). 

Primary goal of this paper is to briefly inform 
the reader about key products and regulations in 
the field of e-learning and/or computer-based 
knowledge testing, rather than to provide in-depth 
analysis of subtopics. Additional goal is to com-
pare support for most frequent question types in 
related software. Although important, test admini-
stration features will be only mentioned, while 
scoring will not be discussed at all in this paper, 
as it is most often trivial for knowledge tests. 

3. ORGANIZATION OF THE PRESENTATION 
This section lists criteria used to classify terms 

in this presentation, and then lists appropriate 
classes under meaningful combinations of criteria 
values, used to organize the paper. 

3.1. Criteria 
One has to distinguish a term that refers to a 

regulation (a standard or a specification) from a 
term that refers to particular software that is com-
pliant or not to a regulation (criterion: term na-
ture). Furthermore, both standards and tools can 
be focused only at questions and tests or to learn-
ing content in general (criterion: generality). Fi-
nally, software tools and systems can be either 
commercial or free to use and modify (criterion: 
price). 

Support for Knowledge Tests:  
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3.2. Classification 
The first criterion classifies term in question as 

either software or regulation. These two classes 
are further divided using the other two criteria. 

Applying the generality criterion to regulations 
(standards and specifications) classifies them to 
those specialized only to question and test repre-
sentation (class: specialized regulations) and to 
those that cover more general area of describing 
learning content (class: general regulations). Ap-
plying the generality criterion to software products 
introduces other two classes. Tests can be cre-
ated, previewed and/or administered through a 
Computer Aided Assessment (CAA) tool, special-
ized for one or more of these actions (class: CAA 
software); frequently, such tools have support for 
item parameters and their analysis, which are not 
as important to educators as to psychologists and 
psychometricians. Another common way is to use 
assessment component of e-learning software 
systems, which are most often called Virtual 
Learning Environment (VLE) or Learning Man-
agement System (LMS). These systems are de-
signed to help instructors (teachers or skilled pro-
fessionals) in the management of educational 
content for their learners (students or company 
employees) and help learners to use the content 
accordingly to their needs. Within scope of this 
paper, the term VLE will be used when referring 
to this kind of software (class: VLE software). 

Finally, the price criterion is applicable only to 
software products, as regulations are inherently 
open to public and ones described in this paper 
are freely available. Software products can be 
further classified as commercial and free, which 
yields total of 4 classes pertaining to software. 

4. REGULATIONS AND EXAMPLE SOFTWARE 
This section introduces the most prominent 

relevant regulations and software. 

4.1. Specialized standards and specifica-
tions 

Regulations that focus only on question and 
test representation are almost always a subset of 
more general documentation. 

4.1.1. IMS QTI 
IMS Question and Test Interoperability [2] is a 

specification that was introduced and is con-
stantly developed by IMS Global Learning Con-
sortium (IMS GLC). It is a specification for a stan-
dard way of sharing assessment data, such as 
description of questions and tests and reporting 
of results. QTI deals with the structure of as-
sessment related information rather than the way 
it is going to be rendered using some particular 
software. The QTI specification is now being im-
plemented within a number of assessment sys-
tems and virtual learning environments. IMS GLC 
is maintaining a lot of other specifications related 
to learning content [3]. Although this specification 
is quite mature (the current version is 2.1), sup-
port for it in current software products is at a rela-
tively early stage, as most products that support 

QTI are compliant with previous version (1.2) and 
many of the tools are still under development. 

4.2. General standards and specifications 
There are several regulations that refer to for-

mat of e-learning content. It is worth noting that 
these are neither complementary nor mutually 
exclusive. 

4.2.1. SCORM 
Sharable Content Object Reference Model 

(SCORM) [4] was created in 2000, as a result of 
cooperation between government, academia, and 
industry and is maintained by Advanced Distrib-
uted Learning (ADL), which is a part of U.S. Min-
istry of Defense. It consolidates other regulations, 
such as IMS specifications [3], AICC recommen-
dations [5], and IEEE 1484 standards (LOM, 
ECMAScript API, Data model) [6], into unified 
reference model that enables interoperability, ac-
cessibility, and reusability of Web-based learning 
content. Among other things, it covers packaging 
of e-learning content (Content Aggregation 
Model) and the way data are exchanged at run-
time between the content and software using it 
(Run-Time Environment). Similarly to QTI, it does 
not imply content rendering (unless the content 
itself contains such information), as it only defines 
rules on e-learning content storing and exchang-
ing. ADL certified 178 products to be compliant to 
SCORM 1.2 or SCORM 2004 [7]. This growing 
number and agreement between ADL, IMS and 
IEEE [8], further establish SCORM as the industry 
standard. 

4.3. Commercial VLE software 
This class includes VLE software that is not 

freely available, i.e. that one (an institution or an 
individual) must pay for in order to use it. 

4.3.1. Blackboard and WebCT products 
Blackboard Inc. is a company that offers sev-

eral commercial software products. Besides VLE 
software, the company offers tools that manage 
transactions related to functioning of an educa-
tional institution. After acquisition of the rival 
WebCT company, Blackboard Inc. became the 
leading provider of e-learning solutions in the 
USA, in terms of total users. Having in mind that 
the given software's e-learning features do not 
differ substantially from the ones found in other 
similar software [9], Blackboard software stands 
out mostly with its transactional capabilities. 

4.4. Free VLE software 
Global trend of more and more really usable 

free and/or open source software impacts this 
kind of software like all other types. That is why 
majority of examples presented are in this sec-
tion. It is worth noting that, besides the examples 
given here, there are several other solutions in 
this class, each having respectable list of imple-
mented features and growing user community. 

4.4.1. Moodle 
Designed by Martin Dougiamas, this open 

source system has been under constant devel-
opment for several years, with participation from 
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numerous community members and supported by 
Moodle.com company. Original idea beyond this 
system is constructivism – approach to learning 
where knowledge is actively constructed by the 
learner, not passively received from the environ-
ment [10]. The name of the system stands for 
Modular Object-Oriented Dynamic Learning Envi-
ronment, which reflects its key attributes – modu-
larity and ease of extension and/or customization. 
There are more than 100 modules which add 
some functionality to the system, and the usage 
statistics [11] are impressive: approximately 
50,000 downloads during one month and nearly 
20,000 known installations with total of nearly 8 
million users and nearly 6 million quiz questions. 
Information on best practices can be found in [12] 
and at the Moodle.org community discussion 
groups. Ease of use and constant improvements 
make this system the first choice for most educa-
tors. 

4.4.2. LON-CAPA 
Nearly two decade long development of this 

system is lead by LON-CAPA Academic Consor-
tium, headed by Michigan State University and 
University of Illinois at Urbana-Champaign. LON-
CAPA stands for the LearningOnline Network with 
Computer-Assisted Personalized Approach, 
which denotes software's key features: distributed 
content repository and personalized questions 
(Figure 1). Moreover, system is utilizing “one 
source-multiple target” concept, rendering the 
questions appropriately for the given output for-
mat (desktop computer, PDA, bubble-sheet, etc.). 
Parts of this system are in use for more than a 
decade, and the distributed repository holds al-
most 250,000 resources, 80,000 out of which are 
questions (as of Fall 2006). LON-CAPA related 
work has produced a long list of publications [14]. 

Due to its personalized approach, it is best suited 
for sciences such as physics and mathematics, 
where concept comprehension is more important 
than plain memorization of facts. 

4.4.3. ILIAS 
The name stands for Integrated Learning, In-

formation and Co-Operative Work System, which 
is being developed since year 1997 by University 
of Cologne. ILIAS supports a lot of different au-
thentication methods and course design based on 
learning objectives. Data in different formats 
(LATEX, OpenOffice.org, etc.) can be imported 
into the learning content database. ILIAS is also 
known as the first free SCORM conformant soft-
ware [15]. Also interesting are extended forms of 
most frequent question types; for instance, short 
answer questions may have associated a set of 
terms that helps automate scoring – student's 
answer is compared against this set. This system 
is interesting to users having lots of existing con-
tent in popular formats; also, institutions having 
user authentication system for other purpose can 
use it to authenticate ILIAS users.  

4.5. Commercial CAA Tools 
The history of specialized assessment software 

is long in terms of computer science, and there 
are many examples. Here are presented only two 
representative products. 

4.5.1. Questionmark Perception 
Questionmark is a privately owned company 

from Norwalk, CT, USA, and have started devel-
oping CAA software in year 1988. The company 
offers a set of test assembly, administration, and 
reporting tools. Perception Authoring Manager, 
specialized in question creation and test assem-
bly with support for most frequent question types, 
has feature-rich question editor and an option to 

 
Figure 1. Two versions of the same question. The values of parameters differ in each version of a 
same question, as they are randomly selected from predefined ranges. Question text and associated 

image are consistent with these parameters in each version. System uses predefined formulas to 
automatically generate the result based on the concept that a student must comprehend in order to an-
swer correctly and, optionally, results based on frequent concept misunderstandings. It compares stu-
dent's response with these result(s) and provides appropriate feedback. This approach "encourages 
collaboration between students on a conceptual level, but prevents blind copying of answers" [13]. 
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import questions in IMS QTI format. Along with 
other tools, such as connectors to SCORM con-
formant, Blackboard or WebCT systems, Percep-
tion represents a rounded set of tools, serving 
more than 15,000 users who author content and 
millions of users who use it in some way. The 
company is providing a list of white papers [16] 
that contain information useful both for introduc-
tory and in-depth reading on assessment. Per-
ception is set of feature rich software tools, useful 
to all users who want to create and/or modify 
SCORM, QTI and MS Office content. 

4.5.2. ASC products 
Assessment Systems Corporation (ASC) was 

founded in 1979 by David Weiss, psychometrics 
professor at the Minnesota State University; 
company's products of most relevance to this pa-
per are the historical DOS software MicroCAT, 
and its successors, FastTEST Professional and 
FastTEST. The first two support both computer-
ized adaptive testing (CAT) and paper-and-pencil 
tests, while FastTEST is focused only at the lat-
ter. CAT is the kind of testing where the se-
quence of questions adapts to the examinee's 
previous responses. Along with other features, 
MicroCAT has support for MCATL (Minnesota 
Computerized Adaptive Testing Language), an 
authoring language specifically designed for 
specifying adaptive tests. MicroCAT was the first 
software to support CAT. ASC provides software 
and books that cover many areas of computer-
ized testing [17]. FastTEST Professional offers 
different ways and precise control of test admini-
stration, as well as support for most frequent 
question types. 

4.6. Free CAA Tools 
Although they are not yet mature to be com-

pared with commercial systems, some free as-
sessment software tools are worth discussing, 
even at this stage of their development. 

4.6.1. Hot Potatoes 
Since 1997, development team affiliated with 

the University of Victoria Humanities Computing 
and Media Centre is working on this set of tools, 
use of which is free for most non-commercial 
purposes [18]. All the tools produce interactive 
educational exercises viewable in most browsers. 
The package contains several separate tools for 
different types of learning material (specific pur-
pose enclosed in parenthesis): JCloze (fill in the 
gap exercises), JCross (crosswords), JMix (jum-
bled-sentence exercises), JMatch (matching and 
ordering exercises), and JQuiz (quizzes made of 
some of most frequent question types). All of the 
exercises use JavaScript and HTML for their 
functionality, and the content can be made to 
comply with the Dublin Core metadata standard 
[19]. Having in mind supported types of exer-
cises, these tools are most suitable for language 
learning and purposes where assessments 
should preferably be in some presentational for-
mat attractive for younger examinees.  

5. FURTHER READINGS 
The above list is only a top of an iceberg, when 

compared to constantly increasing list of relevant 
products. For more information on terms de-
scribed in this paper, interested reader is first di-
rected to their respective sites. Regarding stan-
dards and specifications, further readings include 
already mentioned AICC recommendations and 

Question type Brief description 1 2 3 4 5 6 7 8 

multiple choice 
single response 

question text (stem) and several answers (alternatives), one 
of which is correct, one can be selected ü ü ü ü ü ü ü ü 

multiple choice 
multiple response 

question text (stem) and several answers (alternatives), zero 
or more are correct, more than one can be selected ü ü ü ü ü ü ü ü 

term comparison 
short answer 

student provides a short text answer, and that text is com-
pared against one (or more) possible correct answers  ü ü ü ü ü ü ü ü 

regular expression 
short answer 

student provides a short text answer, correct answer is 
formed using regular expressions û û ü ü ü û û û 

cloze  
(fill in the blanks) 

question text contains empty text fields for the user to fill in 
(fields are most often treated as short-answer questions)  ü ü ü ü ü ü û ü 

cloze  
(general) 

contains several questions of various formats embedded 
within the text of one composite question û û ü û ü û û û 

matching items student is presented with two lists of terms, and should 
match terms correspondent in a given context ü ü ü ü ü ü û ü 

numerical short-answer question that expects a numerical value in-
stead of a word, correct answer is defined by range û ü ü ü ü ü û û 

calculated  
(simple) 

similar to numerical type, values in question text and correct 
answer are parameters that vary in each instance û ü ü ü û û û û 

calculated  
(complex) 

extension of simple calculated type, values in question text 
and associated pictures consistently vary in each instance û û û ü û û û û 

Table 1. Overview of most often supported question types with their brief description. Numbers in 
the heading row pertain to: (1) Blackboard (all products), (2) Web-CT (all products), (3) Moodle 1.6.3, (4) 
LON-CAPA 2.1, (5) ILIAS 3.7.0, (6) Perception 4, (7) FastTEST Professional 2, and (8) Hot Potatoes 6.  
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white papers [5] and IEEE 1484 standards [6]. 
This list is rounded with efforts conducted by 
CETIS [20] and JISC [21]. Detailed description of 
most contemporary VLE software, along with op-
tion for direct comparison of several systems' 
features at a time is available at [9]. 

6. DISCUSSION OF APPROACHES 
Although it should not be the sole criterion 

when choosing a system for question authoring, it 
is good to know what question types are available 
in which software. Table 1 provides very coarse 
overview, as only the most frequent question 
types are listed. Most of the tools have some kind 
of expansion possibilities, so that new or existing 
question types can be easily added. Moodle and 
LON-CAPA are good example: both of them util-
ize Java molecular editor, a graphical editor 
where a student can construct molecular struc-
ture [22]. Once completely drawn, this structure is 
converted to a string, which is further processed 
as a response to short answer question. 

Regarding support for test administration, most 
common features supported in CAA and VLE 
software are: defining the time during which a test 
will be available, randomization of questions 
within a test and answer options within a multiple 
choice question, feedback after a question is an-
swered and/or a test is completed, etc.  

Most of the described software products sup-
port Internet/Web based or computer/desktop 
based testing. There is also an approach that is 
somewhere in between this two concepts – use 
specialized desktop software to create questions 
and tests, while using Internet only to deliver the 
content to the public. One example of this ap-
proach is already mentioned test software [1]. An 
interesting feature of this software is automatic 
test assembly, based on predefined question se-
lection criteria, such as question difficulty, number 
of questions in given category, etc. 

7. CONCLUSIONS  
Table 1 indicates that VLE software has be-

come comparable with specialized CAA tools, in 
terms of diversity of supported question types. 
Communities gathered around open source solu-
tions are constantly contributing to adding new 
features to these solutions, which further leads to 
the fact that most features in free VLE software 
are at least comparable to ones of commercial 
VLE software. 

Free VLE software will probably substantially 
increase its part in the e-learning market share, 
as all the crucial components are beginning to fit 
into place: quantity of available content is increas-
ing due to standardization, features are improving 
day by day, and there are a lot of small privately 
owned companies that support developers and 
offer user support and/or training for free VLE 
software. 

Diverse question types supported in current 
software contribute to better assessment of stu-

dent's knowledge. However, these types are only 
a part of a much larger list given in [23], which 
opens horizons for future development. Having in 
mind easy extensibility of the most of relevant 
software, it is only a matter of time until all exist-
ing and, perhaps, some new question types will 
be implemented and made available, thus boost-
ing the shift already present in education: from 
traditional testing towards Internet based testing. 
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Abstract— Development of enterprise systems 

has following characteristics: deadlines are always 
too short, there is no final specification, 
requirements change in the development phase and 
nobody knows the whole business process exactly 
(at least those who know the business process 
don’t know how to specify software which would 
support that process). On the other side, developers 
in big international corporations come from 
different countries; have different education and 
culture background, as well as their way of software 
development. In such environment it is extremely 
important that each part of the system is very 
flexible, generic and parameterized so runtime 
changes can be handled instantly. This paper gives 
a view on serious problems in the development 
process and the methodology for effective problem 
solving. There are several frameworks that help 
developers in building the enterprise systems, but if 
a developer is not aware of these problems, 
framework cannot prevent him or her from making 
the similar mistakes. Methodology presented in this 
paper is completely independent from the 
technology. 
 

Index Terms—Information systems, development 
process, MDD, OOP, OOD, generic applications  

1. INTRODUCTION 
EVELOPMENT of enterprise information 
systems is a challenging job with variety of 

problems which can appear anytime. For example, 
web portals, which are very popular nowadays, 
can be extremely difficult to  develop because they 
should be often integrated with some old legacy 
software system. Usually nobody knows how that 
legacy software works exactly, which makes a lot 
of trouble to developers. 

The biggest problem in the development of web 
portals is that they are, by default, huge; so, at the 
first sight, they can be developed very fast and a 
lot of parts can be developed in parallel and later 
on easily integrated. The following sentence is 
very popular in the management population, but 
each developer should be alarmed when he or 
she hears something like it. . 

 
 

“Development of that software is EASY; it is very 
SIMILAR to something we did before; we should 
ONLY add some SMALL changes.”   
Magic four words and its usage. The sentence given above 
and its variations are frequently used by the managers, but 
developers should be suspicious when they hear them. 
Whenever you hear a word EASY, SIMILAR, ONLY or SMALL, 
it is better you look closer into your software specification (if it 
exists).  

The second biggest problem is that nobody knows 
all details about the business which should be 
supported with the web portal. This can cause 
many changes in the system requirements in the 
development phase. This usually happens in the 
presentation layer, when some manager or tester 
sees that something is displayed in the wrong 
place, or some functionality should be disabled in 
some cases Bearing this in mind, we can conclude 
the following:  

“Everything that is displayed on the screen 
should be parameterized because there is a 
high probability that it can be changed.” 

A simple example is when application is 
developed in English language and later it is 
required that application has Multilanguage 
support. 

The third very important problem is a 
communication problem between users – 
managers – developers. This problem appears 
because in big multinational companies there are 
people from different countries, with different 
education and culture. This can cause significant 
problems in communication. Unified modeling 
language (UML) tries to resolve these problems 
but still it does not solve all of them. 

In the environment like this, a developer is forced 
to write highly parameterized code, which can be 
easily customized during the whole software 
lifecycle. This paper presents the methodology for 
effective software development,, which is highly 
flexible, generic, reusable and above all, it is 
extremely easy to build the new software parts on 
top of the old legacy software systems. This 
methodology makes it easy to build high quality 
software on top of software and databases with 
significant design problems. 
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2. SIGNIFICANT PROBLEMS IN  
DEVELOPMENT OF ENTERPRISE SYSTEMS 

This chapter presents characteristics of the 
development process, which can cause a lot of 
difficulties to the developers. Each developer 
should be aware of these problems and be 
prepared to solve them if they appear. 

2.1 Rapid application development 
As it was mentioned before, managers often say 

that something is easy, that it can be done fast 
and if possible, finished within an unreasonable 
timeframe (very often, when asked for a deadline, 
managers reply: “The deadline is yesterday!”)... 
This is very common requirement and can cause 
many problems. Even if something can be done 
“quick and dirty” developers should avoid this 
development style because they can regret it in 
later phases. Figure 2 shows the progress of the 
software project in the typical scenario and in the 
scenario using our methodology. 

 
Fig. 2a. Progress of the software project in case of “Quick 
and Dirty” development style. Each software process, 
roughly speaking, has tree phases: setup phase, central 
development phase and final tuning phase. In case of a “quick 
and dirty” development style we can notice that in the first 
phase everything looks excellent because lot of functionality is 
developed fast. But in later phases, it becomes very difficult 
and time consuming to make even a small 

change.  
Fig. 2b. Progress of the software project using our 
methodology. In our methodology, a development phase can 
be much shorter. The only problem is that in the early phases 
of development there is no significant progress from the 
manager’s point of view so they become suspicious and 
require quick and dirty development style. Phase 1 (before t1) is 
used for the development of the framework and modeling of the 
software. Phase 2 (between t1 and t2) is a phase of the 
exploitation of framework potentials and most of the 
functionalities are implemented in that phase. Phase 3 (after t3) 
is used for the final tuning and needs to be done manually. 

As it is shown in the figure 2.a., it seems that quick 
and dirty approach is better, because it is faster in 
the first phase, but later our methodology proves 
to be much better because everything is 
implemented clean, and modeled properly so later 
variety of functionalities can be implemented 

extremely fast. In case of a “quick and dirty” style, 
in the later phases not only development cannot 
progress, also in many cases some code parts 
need to be rewritten from the scratch, which is 
very inefficient and time consuming.  

2.2 Requirements are changed during 
development phase 

Very frequent scenario is that manager notices 
that some “small” requirement should be added in 
the development phase, and even in the test 
phase. This can happen because managers don’t 
know the business process in detail or don’t know 
much about the capabilities of their developers so 
they give just rough specification in the beginning 
and later add more details. Typical example is that 
if some table is displayed, then some new column 
should be added or removed, or a number of 
displayed rows should be changed or some simple 
functionality should be added.  

2.3 Extension of the existing system 
Typical requirement is that the existing system 

should be extended with new functionality. 
Nowadays all companies want to have web portals 
for doing eBusiness. This is very tough 
requirement because existing systems can be 
very old and their design can be obsolete for a 
long time, even technology which was used for 
that old system can be abandoned. So, a 
developer needs to be extremely careful, needs to 
make strict interface to the old system and to 
make communication protocol with the old system 
highly parameterized, as will be described later     

2.4 Fancy and user friendly front end 
The last, but the most important thing is that a 

user interface needs to have a fancy design and to 
be user friendly. An example of the typical 
enterprise web portal is presented in the figure 3. 

 
Fig. 3. An example of the user interface of the modern 
enterprise web portals. Variety of data is displayed and a lot 
of functionalities are offered to the end user. 

Modern enterprise systems have plenty of 
functionalities and a nice design. It is very difficult 
to develop and maintain both of these 
characteristics, due to the problems mentioned 
above. An old legacy software system can hide 
behind the nice fancy user interface and many 
changes should be performed in the new 
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application in order to make the whole system 
working properly. That’s why a new application 
needs to be extremely flexible. 

3. PROPOSED SOLUTION 
We propose software architecture presented in the 
figure 4. Proposed architecture has four major layers: 
Presentation Layer, Business Logic, Framework, View 
Layer and Database. Purpose and responsibility of each 
layer will be presented in this chapter.  

 
Fig. 4. Software architecture. This software architecture is 
suitable to meet all requirements for building the enterprise 
information system and to successfully handle all mentioned 
problems. 

 
1) View layer 
View layer is the first layer on top of the Database. 
This layer is extremely important because it 
separates the code from the database. This is 
useful because database is shared and its 
structure can be changed anytime, so it is very 
good development style if we make those changes 
transparent for the code. Also, database can have 
significant problems in the design and it is much 
better to fix some problems first and then build the 
application on top of the clean database. 
Following transformations of the database 
structure can be very useful and make the rest of 
the code much better.  

a) Merging structures in the database 
It often happens that attributes of one entity are 
spread over several tables. In that case it is much 
better to join those tables first, using view, and 
then build application which sees one entity in one 
view/table. 

 
Fig. 5. Joining tables in the database.  If one entity is spread 
over several tables, it is much better to join those tables using 
view first and then build the application which sees one entity in 
one view/table. 

b) Extraction of key entities 
Very common problem is that the database design 
is not normalized. It means that several entities 
are joined and stored in one single table. In that 
case it is much better to use views to extract these 
entities first, to have clean model and then build 
application on top of it. Figure 6 presents this 
situation. 

 
Fig. 6a. Extraction of entities from a single table. In case 
that database has a design problem in which several entities 
are joined and stored in the single table, using views can 
extract those entities. 

 
Fig. 6b. UML model achieved using views. After we perform 
the extraction of entities using views we will have clean model 
of software, and each entity will be stored in the single table. 
Code which should be built on top of that database will be 
much cleaner. 

c)  Recycling the data 
Common case is that in the database we have 
tables with huge number of columns (we once saw 
a table with 78 columns!) and we don’t need most 
of them. Also, some column values can be packed 
or some abbreviations can be stored (legacy 
data). In those cases it is much better if data are 
refined first before they go to the application. 
Views can help us for that. Figure 7. presents view 
layer on top of table layer in the database.  

 
Fig. 7. View layer. Even we have just a few tables in the 
database, view layer can be big and also contains a sub layers. 
Each layer will perform one of the transformations mentioned in 
this section. 
 
2)  Framework 
Our ultimate goal is to develop the application 
which looks like presented in the figure 8. We can 
notice there are a lot of elements of the 
presentation layer and a lot of functionalities. To 
put them all together we will add one more 
abstract layer which will speed up the later 
development. 

 
Fig. 8. Ultimate application. Our final goal is to design the 
application which looks like one presented on the picture. 
Obviously we have in here elements of the presentational layer 
(data and images) and the business logic (buttons). 

Responsibility of this layer is to be a one more 
abstract layer which will help in the rapid 
development of business logic and presentation 
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layer. Upper layers will be developed by 
customizing required look and feel and required 
functionalities in this framework. 

Two major classes in the framework are 
TableView and Command. The idea is that class 
TableView should be responsible for drawing of 
its items and class Command should be responsible 
for the proper behavior. Common case is that for 
each row presented in the table several functions 
can be executed. That’s why we developed class 
TableView as the container for objects of the 
class Command. In that way a class TableView will 
receive several object of the class Command and 
for each of them will draw a button next to each 
row. When the button is pressed, a TableView 
object will detect which button is pressed and a 
proper command will be executed. UML diagram 
is presented in the figure 9.  

 
Fig. 10. UML modes of the base classes in framework. 
Classes TableView and Command are abstract classes. All 
classes responsible for the presentation will be derived from 
the class TableView and all classes responsible for the 
behavior (business logic) will be derived from the class 
Command. 

The TableView class is responsible for the 
presentation and class Command is responsible for 
the behavior. UML diagram of the derived classes 
is presented in the figure 11. 

 
Fig. 11. UML Class diagram. Left side of the diagram is 
reserved for the classes responsible for the presentation and 
the right side is reserved for the classes responsible for the 
behavior. Design of classes TableView and Command is 
completely orthogonal. It means that each derived class from 
the presentation part can be combined with the each Command 
class. 

This way we have the strict separation between 
presentation and the business logic. If we want to 
add new functionality we just add new class and 
everything else remains the same. Also, if 
something in the presentation should be changed, 
a new class should be derived and everything in 
the behavior part remains the same. 
3) Business logic 
Central part of the business logic layer is the class 
Command which implements Design Pattern 
Command. This abstract class has the abstract 
method Command::Execute which should be 
redefined in each derived class. Class implements 
the design pattern Command which allows easy 
development of functionalities: logging, security 

protection, unto and all other functionality related 
to command execution. 
 
4) Presentation Layer 
Base class TableView is central in the 
presentation part. That class is responsible for the 
look and feel of the system. Other classes like 
TableEdit or TableSearch can be derived  
from that class , and they will  have a specific look 
and feel for the specific functionality they support. 
We noticed in the discussion on the problems that 
every human visible item should be 
parameterized. This layer and the class 
TableView provides that. It contains methods 
which control if any element will be presented and 
how it will be presented. By default, all elements 
are visible but in the derived classes the way of 
presentation can be changed. 

5) Database Manager 
Often requirement is that system should be 
independent from the specific RDBMS. It means 
that code should be able to use Orcale, MS Sql 
Server, SQLite and other databases. To achieve 
that, another layer needs to be introduced. That 
layer will hide specific database from the rest of 
the system. 

4. CONCLUSION 
This approach is successfully applied in the 

development of information system for Ford. Our 
assumptions about possible problems were 
correct and proposed architecture solved all of 
them. We proved that development of enterprise 
applications using described architecture has 
many advantages: 

• Development is fast. Only the first phase 
seems to be slow. In other phases, the 
development is extremely fast and required 
functionalities are developed also very fast. 

• Changes in the requirements during the 
development phase are handled easily. 

• Problems related to the database design are 
solved efficiently. 

• Problems in the communication with other 
developer can be handled easily because 
architecture is very flexible with two levels of 
indirection: View Layer and Framework. 
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Abstract—The increasing complexity and 

pervasiveness of geographical information in many 
walks of life is giving rise to some difficult 
challenges in the growing field of geovisualization.  
We take stock of these challenges and argue that 
mature technologies taken from areas such as 
databases and computer graphics may offer partial 
resolution of these challenges. 
 

Index Terms—computer graphics, databases, 
geovisualization.  
 

1. INTRODUCTION 
HE cartographic representation is the 
traditional method to depict geographical 

information. This information is represented 
classically by two-dimensional maps. The 
visualization of geographical information has 
become increasingly important due to the 
escalating need for better and more realistic 
viewing, more flexible data models, and more 
diverse data integration, in a wide variety of 
applications.  Geovisualization has become the 
common term for the visualization of 
geographical information. It refers not only to the 
visualization of spatial data but also to the use of 
new techniques for displaying information that 
has been extracted following data analysis.   

 Considerable attention has been devoted to 
evaluating the existing tools and examining new 
geovisualization methods. Geographical 
Information Systems (GIS) are now connected 
directly to visualization tools. Three groups have 
predominantly collaborated to develop tools and 
to investigate new visualization methods: the 
Association for Computer Machinery’s Special 
Interest Group on Graphics (ACM SIGGRAPH) 
(Twww.siggraph.org/~rhyne/cartoT), the ICA 
Commission on Visualization and Virtual 
Environments( Twww.geovista.psu.edu/sites/icavis T) 
and GeoVRML which is the Virtual Reality 
Modeling Language for geographical data 
(Twww.geovrml.org T). Many GIS companies are 
working on more complete and effective scene 
representations and a wide variety of 
visualization systems are already in existence.                                                               

Although there has been considerable 
progress, there remain limitations and some 
areas need further investigation. Gahegan [5] 
points out that there are barriers to the 
development of effective exploratory visualization 
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tools. We believe high performance computer 
graphics tools and its techniques can contribute 
greatly to geovisualization and that greater 
research effort should be devoted to this 
endeavour. 

The effectiveness and use of computer 
graphics in geovisualization is receiving 
increased attention.  A proposal for virtual 
environment technology for geovisualization and 
the need for 3D dynamic displays is described in 
[10]. The importance of simple color-based 
highlighting styles is presented in [15], and the 
importance of 3D computer graphics techniques 
for geovisualization is also denoted in [3].  

In this position paper, we give an overview of 
recent progress in the area of geovisualization 
and strongly argue for the need for increased 
attention to applying techniques from 3D 
computer graphics to this field. 

2. STATE OF THE ART 
A variety of different GIS systems or tools exist 

that support access, data analysis and 
geovisualization for many activities in many 
application domains. Recent improvements have 
largely concentrated on the following issues. 
• Cartographic support.  Many more graphical 

cartographic features are now available in 
real systems.  Levels of detail may be 
represented by symbols, colors, annotation 
and text. Rules can be specified to depict the 
geometry, natural phenomena, physical 
objects and relationships among spatial 
features. Multilayer representations are 
supported by many systems, and every layer 
has its meaning and relevance in the real 
world.  

• Multiple data formats. A wide variety of data 
formats can be created through the use of 
different methods for data acquisition.  
Terrestrial, aerial and subterranean formats 
may be used in the same or different 
systems. Many tools are available to convert 
among formats or to allow systems to 
interoperate using different formats. For 
example, different image formats may be 
supported and different representations of 
spatial data such as raster and vector are 
often allowed. 

• Performance and Scalability. Several tools 
have been developed to improve the general 
quality of visualization and to support system 
scalability. Particularly when dealing with 
large data sets, new functions make it 

Challenges in Geovisualization 
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possible to zoom, to navigate, to fly-by, and 
sometimes to animate large and complex 
scenes [9]. Better performance has been 
achieved using advanced application 
program interfaces and more careful 
attention to systems-level issues such as 
temporal coherence, caching and predictive 
data prefetching [13].  

• Metadata and Documentation. 
Documentation can be supported by more 
refined tools that record information about 
the sources of the data, descriptions of 
individual steps during the data acquisition 
process and annotations of the general 
characteristics of the data. The geospatial 
metadata record includes a catalog of 
elements describing the characteristics of 
each data set. Normally this is embodied as 
a file presented as an XML document that 
includes all this information and supports 
every data set [7].  

• Database. Many vendors and companies that 
develop GIS’s have devoted considerable 
effort to the use and management of spatial 
data within a database.  Such systems use 
some spatial database management 
functions and some provide interfaces to 
database management products. They are 
typically based on the relational data model 
which mainly includes tables with attributes, 
the description of their instances and some 
relationships between the geographical 
objects [19].   There is work that provides 
integrity constraints derived from the 
primitives and spatial relationships in spatial 
databases [1].   

• Increasing use of the third dimension. A GIS 
traditionally parameterizes geographical data 
such as a height-field as a function of two 
rectangular or angular dimensions. With the 
increasing diversity and volume of geospatial 
data, GIS’s must now incorporate fully three- 
or four-dimensional spatiotemporal 
parameterizations. As mentioned, many 
systems currently represent a third 
dimension as an attribute or value that is 
seen as a function of the other two 
dimensions.  Furthermore, ad hoc solutions 
are often employed.  For example, the 
visualization of 3D contours and isosurfaces 
is often flattened into two dimensions for 
viewing [8]. Several approaches to 3D 
geovisualization are emerging. One 
approach, for instance, integrates web-based 
2D and 3D technologies for architectural 
visualization [18].  In another approach 3D 
modeling is used in geological applications 
[16, 17]. 

• Visualization of texture. Natural objects have 
textured surfaces that derive from 
phenomena such as vegetation or terrain.  It 
is necessary to model surfaces more 

realistically to enhance human analysis and 
processing of geospatial data. Some work 
presents texturing techniques for terrain 
visualization applications [2], and others have 
demonstrated how synthetic texture can be 
generated [12]. 

3. GRAPHICAL LIMITATIONS 
All Geographic Information Systems are mainly 

geared to a particular application. A quick count 
reveals about twenty categories for Geographic 
Information Systems, including soil information 
systems, urban information systems, and so on.  
Most of them engage in collecting, analyzing and 
visualizing data, but they still have considerable 
limitations for the visualization of spatial 
information. As mentioned in some recent 
research work, there is a need to improve the 
interoperability of three dimensional 
geovisualization components.  Computer 
graphics rendering libraries and standards 
evolved independently of geospatial data models. 
This has resulted in inefficiencies associated with 
geovisualization. We identify the following key 
areas of geovisualization that require 
considerably more work: 
1. Time series animation. Animation must 

become a first-class primitive in a 
geovisualization system as it can depict 
different forms of temporal variation of spatial 
data. We can identify the several categories 
of change: a) measured or simulated 
evolutionary data changes due to external 
events such as an earthquake, growth, 
erosion, or the construction of a new street; 
b) data changes due to inconsistencies in 
spatial or temporal data sources arising from 
combining disparate data sets; c) data 
changes in the representation due to 
generalization, enhancement or abstraction.  
There is some work using computer 
animation for time series data taken from 
satellites [11], but traditional tools for 
geovisualization do not usually incorporate 
tools to create and manipulate time series 
animation. For example, the changes of the 
sea shorelines cannot easily be depicted as 
a function of tides or seasons.  

2. 3D Geovisualization and Extensibility. 
Users must be able to create their own 
features, change scale, rotate objects, etc.  
The techniques and tools have to be 
interactive.  There is a need for better 
modeling systems in order to reconstruct 
data in 3D.  Traditionally, spatial data is 
parameterized two dimensionally but a great 
deal of data is now three dimensional.  
Manipulating such data interactively and 
realistically will naturally require higher-
performance hardware and software.  
However, it will also require more general 
and powerful geovisualization tools.  For 
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example, the generalization of topological 
relationships to 3-D for geological purposes 
is not supported at this point and requires 
further research. 

3. Combining a database management 
system with a graphics display system. 
The functionality of such a combination is to 
develop interactive, application-independent 
data exploration and visualization tools.  
Such a technology would not rely on special 
data transformations or formats.  Such 
variations would be accounted for in a data 
description language.  Furthermore, it is 
widely accepted that commercial geographic 
information systems are not user-friendly.  
Just as an appropriate abstraction is needed 
for data, the user-interaction layer must also 
be abstracted from the hard-core functionality 
of any underlying GIS.  Although this idea 
was presented some years ago [6], there has 
been little progress in this direction. There is 
a prototype [4 that combines database 
technology and visualization to support the 
visualization of ecological data but since the 
geographical data sets are so complex it is 
very difficult to develop a general tool with 
the level of abstraction we are advocating.  

4. Texture mapping. While (pseudo-)coloring a 
two-dimensional surface is a fairly well 
known operation, there has been relatively 
little research on the more aggressive use of 
planar two-dimensional or volumetric three-
dimensional textures to geovisualization. The 
former can provide details of the surface 
structure of an object, allowing easy 
disambiguation among, for example, varieties 
of stone, wood, vegetation, etc.  On the other 
hand, a volumetric texture can represent 
interior structure, such as sedimentary 
layering, and veining.  Volumetric textures 
can also represent densities of phenomena 
that have no easily characterized shape, 
such as mist, smoke, clouds, bodies of water, 
etc.   Texturing provides important visual 
cues for human observers to analyse and 
classify, often without prior automatic 
segmentation.  

5. Distributed Geovisualization. With the 
rapid proliferation of data on the Internet, a 
data set pertaining to the same location can 
become available from different sources 
taken at different times. Huge amounts of 
data of the same location can now come 
from satellites, aerial images, sensor 
networks, etc., but that may have been 
relevant to different applications such as 
urban planning, geology, health, 
econometrics and demographics. Such data 
sets are often stored and managed locally 
and users often have privileged access only 
to only one.  The integration and concurrent 
exploration of these data sets can yield 

considerable insights into the real geospatial 
structure of a region.  However, there are no 
tools that are capable of automatically 
extracting and visualizing data located in 
distributed, disparate databases [14]. We use 
the term distributed geovisualization to refer 
to the orchestrated use of tools and data that 
may be distributed across many applications, 
workstations and data servers.  

6. Integration of Geovisualization and 
Geocomputation.  The constantly increasing 
computational power and rendering speed of 
commodity workstations is bringing us to the 
point where geovisualization could occur in 
tandem with geocomputations such as data 
integration and analysis.  Furthermore, the 
advent of efficient physical simulations, while 
still time consuming, afford a further 
opportunity for interactive visualization.  
Virtually everything that was once thought of 
as an off-line process is now a candidate for 
online, interactive implementation integration.  
This will allow much more dynamic kinds of 
data exploration.  For example, the analysis 
of a specific observable phenomenon such 
as a forest fire or rock slide may be coupled 
to a simulation interactively to permit a 
broader exploration of its underlying causes 
or predictions of its future behaviour. The 
importance of exploratory data analysis will 
thus require much more dynamic methods 
that can help to discover relationships and 
hidden parts interactively.  

4. TOOLS FROM COMPUTER GRAPHICS 
Although still a very active field of research, the 

fundamental tools of computer graphics has 
matured over the past decade into a powerful, 
stable, high-performance technology.  While its 
main applications have been to film and video, 
video games, virtual reality, scientific visualization 
and medical imaging, it also has considerable 
potential more generally in the area of 
information visualization.  Computer graphics is 
the science and technology of computer-assisted 
visual communication, and is responsible for 
performing a transformation from geometric and 
physical models to sequences of images.  The 
input primitives for such a process can take on 
many forms, provided there is a way to transform 
these primitives into a well understood spatial 
representation.  Furthermore, the underlying 
algorithms of computer graphics are typically 
independent of form factor and image resolution, 
although there exist many customizations to 
specific display systems and architectures such 
as large-format display systems, CAVEs, desktop 
workstations, laptops, handheld devices and 
embedded systems. The use of more advanced 
computer graphics techniques appears to be an 
obvious one for geovisualization, and yet there 
has been relatively little progress in this area.  
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We outline a few basic technologies of computer 
graphics that we feel could be useful in 
geovisualization. 
1. Color and Shading.  Any object that can be 

given a color may also be assigned other 
geometric properties such as a locally-
varying surface normal and material 
properties (water, reflectivity, material 
composition).  With the addition of one or 
more light sources, this would immediately 
permit the computation of optically relevant 
information such as surface reflectance and 
transmission and  shadows. 

2. Geometric modeling, transformation and 
viewing.  A wide array of modeling tools exist 
to manipulate geometric representations.  
Furthermore, graphics systems provide easy 
workflow to view, clip or slice through 
models. 

3. Texture mapping.  The introduction of 
variations in surface coloration through a 
texture map will allow the realistic rendering 
of terrains, vegetation and other two-
dimensionally parameterized phenomena.  
Adding three-dimensional textures would 
allow the computation of illumination in  
gaseous or fluid environments using multiple 
scattering. 

4. Bump mapping and displacement mapping.  
Textures may also be used to create “bumps” 
by perturbing local surface normals, and they 
can also displace the actual geometry 
according to a height function.  This will add 
more realistic viewing while still maintaining 
interactivity. 

5. Realistic lighting.  Many computer graphics 
systems are capable of modeling a wide 
range of artificial and natural lighting 
conditions. 

6. Image quality.  Rendering algorithms in 
graphics are preoccupied with producing high 
quality images.  The use of such technology 
for text and graphics would automatically 
lever built-in image quality features such as 
anti-aliasing and higher quality sampling 
schemes. 

7. Multiscale representations and levels of 
detail.  Because computer graphics has a 
long tradition of needing to work interactively 
on a wide array of devices, the data 
representations that are used are 
characterized at different levels of detail.  
This affords storage and computation 
budgets that are amenable to the display 
environment.  Furthermore, level-of-detail 
algorithms are often employed within the 
compution of a single image to handle issues 
such as varying data density across the 
image.  For example, in regions of high 
perspective magnification such as in the 
foreground, a greater degree of detail will be 
needed than in the background, or toward a 

horizon line. 
8. Animation.  The full power of stop-frame, 

keyframe, kinematic and dynamic animation 
techniques would be available to those 
attempting to perform geovisualization.  
There is little reason to reinvent the wheel. 

9. Visual Simulation.  A wide array of simulation 
technologies has been developed that are 
amenable to interactive viewing.  This would 
provide an attractive workflow for 
visualization applications in which data 
analysis, simulation and visualization could 
occur simultaneously. 

10. Hardware acceleration.  It is important for 
geovisualization to “surf” the wave of cheap, 
high-quality graphics acceleration cards that 
are available virtually as commodity 
components.  Graphics systems are usually 
able to provide fast, accelerated viewing at 
interactive rates for screen resolution and 
then send the same scenes to offline 
renderers for very-high quality rendering for 
film or high-definition video. 

5. CONCLUDING REMARKS 
The time, we believe, is clearly right for much 

more dramatic exploitation of computer graphics 
technology in the display of geospatial 
information.   Computer graphics has largely 
responded to the challenges of computer 
animation, entertainment, and scientific 
visualization.  Researchers in GIS have 
developed their own visualization techniques in 
isolation that have proven to be somewhat 
effective but do not go far enough.  There is a 
tremendous potential to adopt the tools and 
techniques that have been developed over the 
years in computer graphics to let users explore 
the full potential of spatial data.   This paper has 
explored some techniques that we feel will be of 
interest to geovisualization.  We have also 
strongly advocated the need for greater 
interactivity, for cleaner data abstraction, and for 
better schemata for data integration. 
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Abstract — This paper analyzes concepts for 
intrusion detection processes; building decision 
making (DM) criteria on the bases of intrusion 
detection, and prevention based on DM as a last 
level of protection in computer systems and 
networks. The second part of the paper discusses 
a practical implementation for Intrusion Detection 
and Prevention Systems (IDPS), based on Wireless 
technology (WIDPS). Basically paper concentrates 
on the problems/answers of how to differentiate 
between legal and illegal access, i.e. intrusion and 
what are the key and root causes of this difference. 
Two issues are differenced: finding the set of 
concepts needed for detection and a set of criteria 
for DM in IDPS. Paper concludes with achieved 
results and future goals related to automated DM 
process in wireless technology.  
 
Index Terms — agent, artificial intelligence, 
concept, decision making, detection, intrusion, 
prevention, sensor, server, system, wireless 
network. 
 

1. INTRODUCTION 
HE problem of intrusion in computer systems 
and networks has been around for decades. 

Unfortunately, that problem is growing as the 
variety of different threats is increasing every 
day, especially with the massive usage of 
computers, distributed systems and the Internet. 
Wireless and mobile networks give us new 
challenges with respect to IDPS, as their nature 
is to spread their network signals around without 
known exact boundaries. Wireless systems, 
which are competitive by their price/performance 
ratio, provide an ability of anytime, anywhere 
connectivity. At the same time, this means that 
intrusion can happen anytime, anywhere in the 
network. 

Since the phases for both attack and response 
are layered processes (later explained in Section 
2.2), paper presents the IDPS  as a DM System 
in a form of hierarchical set of the following six 
layers: Unstructured data, Data Retrieval, Data 
Modeling and Analysis, Concept Layer, Decision 
Making, and Decision [23]. 
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In order to populate all six layers with useful 
data that will lead to automatic intrusion 
prevention, one needs to answer the following 7 
W’s questions [26]: 
• Why? - Why does one need an IDPS in one’s 

computer system/network? 
• Who? - Who sets the rules for IDPS criteria 

(the owner of the computer, the network, the 
programs, the processed data, or services 
offered on the network)? 

• When? - When to react if detection of an 
intrusion is established (processing time for 
detection or prevention and corrective 
action)? 

• Where? - Where are the places where 
computer systems, network, programs, data, 
and services are most vulnerable? 

• What action/state? - What are we protecting 
and from whom? What are the necessary 
actions to be taken when detection of 
intrusion happens? 

• (W)How? - How we can differentiate between 
attack and legal access? How to build a 
model an ideal IDPS (what are the necessary 
concepts)? How to implement such a 
system? At the end of the paper, a 
proposition of a practical implementation for 
WIDPS is given. 

• Which? - Which ones are the possible 
implementations of IDPS, based on the 7 W’s 
criteria? 

Related to answering the first W’s question 
“Why” one can consider WIDPS as a superset of 
traditional IDPS designed for wired networks. 
This is a consequence of the fact that the sets of 
threats, attacks and vulnerabilities of wired 
networks are only a subset of those for wireless 
networks. In other words, wireless networks are 
vulnerable to all intrusion types possible in wired 
networks, but, in addition, there are numerous 
possible intrusions that are wireless specific.  

“Wired” means that the user’s computer is 
physically attached and that wire concentration 
exists; an intruder/attacker needs to plug directly 
into the network. In wired networks there is 
network security perimeter. On the other hand, in 
wireless a network the intruder can stay 
anywhere in an area covered by the signal and 
intrudes, and remains unseen. There is no exact 
“border” between an internal and an external 
network. This causes a loss of the exact 
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classification between insider and outsider 
attacks which is one of the important concepts in 
classic IDPSs. 

Sometimes people assume that host based 
systems prevent insider attacks and network 
based systems prevent outsider tasks. Authors 
may not agree with this in practice, but it is the 
case that, as soon as one adds a Wi-Fi signal, 
the border of defense becomes unclear and is 
not sharply defined. 

The problem one has is the case of classic 
IDPS is that they cannot provide an adequate 
and satisfying level of protection for wireless 
networks. One needs WIDPS or at least 
necessary extensions to current systems in order 
to cover wireless based threats, attacks and 
vulnerabilities.  

The answers for the rest of the W’s questions 
are structured in the shape of DM layers as 
follows: Intrusion Detection, Decision Support, 
and Prevention. Then follows a proposal for 
WIDS, based on those DM layers and Artificial 
Intelligence (AI). Paper concludes with future 
challenges for WIDPS and IDPS in general. 

The aim of this paper is to stress the various 
possibilities of WIDPS, since wireless technology 
is increasingly present in today’s networks and 
therefore in people’s life in general.  Only the 
overview of WIDPS solution is presented. Full 
documentation is possible on request from the 
authors. 

2.  DECISION MAKING SYSTEM IN IDPS 
 

In this section, foundations of our IDPS 
solution are established, through the layers of a 
DM System. Our main goal is to determine where 
the weak spots of IDPS are and how to improve 
them. 

The observation of processes in layers is not a 
new thing in science. One can take a look in a 
Six Dimensional Information World [29], OSI 
Network model, TCP/IP model, Semantic Web 
layered model [24],  Layered Mobile Agent 
Architecture [36] etc, and see that different 
processes can be distinguished into several 
different hierarchical layers.  

What is the process of DM in general and can 
it be applied to IDPS? In [23], [30] the authors 
presented the idea that every process which has 
Unstructured data and some Question as Input, 
and Decision on the output, can be seen as DM 
Process, as shown at Figure 1. 

         
Figure 1. DM System Layers 
 
 
Now let’s discuss whether this model can be 

used for IDPS.  
Generally speaking, the first step in IDPS is 

monitoring communications and/or behavior and 
collecting data. At the beginning of the process 
one has Unstructured Data. There is no exact 
method to differentiate the data of interest for 
IDPS. The majorities of data are, at first, not of 
interest and can be treated as noise in terms of 
their importance for IDPS. Usually that data 
represent regular use of the system; only small 
amounts of data and behavior can be part of 
illegal actions and intrusions (actually in real 
systems, on occasions this can be much more 
than a couple of percent, but still not a major part 
of communications).  

The next layer in DM is Data Retrieval. Applied 
in IDPS, retrieval should be done in such a way 
as to extract the data of interest and not to 
overload the processor or to consume too many 
other resources, as that can be problem for itself. 
Also, efficient and reliable algorithms are 
necessary for this part. Moreover, in real time 
systems (which IDPS is considered to be) this 
problem can be very significant. 

Usually IDPS deals with huge amounts of data. 
One of the first and most important questions is 
how to effectively do Data Modeling and 
Analysis, which also represents the next layer in 
a DM system. This should help one to 
understand and differentiate the data that are 
important for detection and appropriate 
prevention and what data are not useful for 
further analysis. 

After the data are modeled and analyzed, one 
must construct concepts and build them into the 
Concept Layer. The concept layer in a DM 
system represents data structured in a way of 
conceptual hierarchy, where it is possible to add 
new concepts in the course of a simulation of 
process of learning, and also delete concepts 
which are no longer valid. Data are stored as 
concepts, so that that previously learned 
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knowledge (stored in some form of concept 
hierarchy) can be used to prepare for significant 
points and mimic human thinking, coupled with 
fast data analysis and processing to support the 
next stage – the DM process. One needs the 
Concept layer in IDPS in order to automate the 
detection and prevention processes with 
maximum possible accuracy. 

Usually, it is hard to make all parts of a DM 
process clear. What is certain is that one must 
conform to the DM criteria, based both on the 
concepts and applications using the DM System. 

 This analogy with human DM (which is based 
on both previously learned knowledge and 
everyday perception) has been an important 
topic in science for many years now. Among 
possible mechanisms to achieve an automated 
process of DM are: Neural Networks, Expert 
Systems, Fuzzy logic [31] [32] [33] [34], etc.  

IDPS is observed as a layered architecture 
made of three components: Intrusion detection, 
Decision support, and Prevention. It is possible to 
present IDPS and DM layers in parallel, as 
shown at Figure 2. Intrusion detection consists of 
the first four layers of DM, and Decision support 
consists out of last two layers of DM. Prevention 
depends both on the Decision support layer and 
the present technology available.  

 

 
  
Figure 2. Parallel presentation DM and IDPS layers   

 
In the next section, all three IDPS layers are 

explained in greater detail. The system proposed 
in this and some of other papers intend to employ 
mechanisms of automated DM as much as 
possible in order to make IDPS more human-
aware and less like rigid computer-aware 
processes. 

2.1 Intrusion Detection: Definition and Concepts 
The potential threats to networks are 

numerous. Denial of Service (DoS), session 
hijacking, and sniffing are just a small sample of 
the potential attacks. While many of the attacks 
against wireless networks are similar to those 
against wired networks, 802.11 networks are 
generally subject to more threats.  

Another problem is related to the open nature 
of Wireless Local Area Network (WLANs). Due to 
the propagation characteristics of wireless 
networks, there is limited control from where a 
signal can be accessed. This leads to a situation 
where, unlike wired networks, a hacker can 
manipulate or eavesdrop on the network from 
uncontrolled locations or geographical areas 
which were not intended to be served when the 
network was implemented.  

Problems with network and especially WLAN 
security are well known, but solutions for those 
problems have not been coming quickly. That is 
especially the case with standardization. In order 
to satisfy market needs, some vendors started 
their own developments and proprietary 
standards. But this approach has not satisfied a 
wide base of customers. Work has also been 
directed toward confidentiality and authentication 
problems. On the other hand, problems with 
respect to some threats and resulting intrusions 
to corporate and organization networks, using 
wireless have not yet been addressed properly 
for a long time. There are some solutions existing 
but they are not directed to toward this area. At 
present in the area of intrusion protection there is 
an extension of Snort IDS named Snort Wireless 
[http://www.snort-wireless.org/], which is an open 
source solution. There are also vendors who are 
addressing different aspects of security, including 
wireless networks. But there are very few 
solutions specifically directed to WIDS. Namely, 
those solutions that are coming from: Airdefense, 
Enterasys, Network Chemistry, IBM, Cisco and 
WIDZ (rather waggish on first glance, but actually 
a serious approach). There are also other partial 
solutions. 

WLANs can also create backdoors to wired 
networks. Many organizations spend a great deal 
of money on wired network security with 
extensive investments in firewalls, Virtual Private 
Networks (VPNs), and other security-enhancing 
technologies. A single unauthorized (rogue) 
wireless access point (WAP) connected to a 
wired network has the potential to create a 
backdoor to the wired network, circumventing the 
wired network security and thereby allowing a 
hacker to effortlessly gain access to a closed 
network. A wireless policy can help combat these 
threats. Fortunately, it is never too late to develop 
a policy, although an early adoption approach is 
mostly highly effective. 
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2.1.1. Intrusion definition 
    Before defining the intrusion, a list of specific 
attacks and vulnerabilities in Wireless Systems is 
presented. In order to be protected from the 
intruder, one must be fully aware of these two 
issues. 
     Wireless specific attacks and vulnerabilities: 
• Easy access to 802.11 networks 
• Unauthorized (“rogue”) access  points 
• Unauthorized use of service 
• Denial-of-service vulnerability 
• MAC address spoofing and session hijacking 
• Relatively easy traffic analysis and 

eavesdropping. 
Various kinds of threats and actions of malicious 
people: 
• Employing unauthorized access points (APs) 

– “rogue” or bogus APs that are designed to 
steal the association and login credentials 

• War Driving - Probe requests which do not 
have the ESSID field set in the probe 

• Flooding - attempts to flood the AP with 
associations 

• Monkey / Hacker jacks 
• Null probes 
• Null associations 
• Floods etc. 
     In the early 1980s Jim Anderson [35] was 
responsible for some of the starts in intrusion 
detection. Anderson defines an intrusion as any 
unauthorized attempt to access, manipulate, 
modify, or destroy information, or to render a 
system unreliable or unusable. This rather classic 
definition is accepted across the community and 
successfully covers important aspects of 
intrusion detection.  
      The definition of an intrusion depends upon 
the perspective from which it is seen (if one is 
attacker, the owner of the data, or an 
administrator, etc). It is very hard to differentiate 
WHAT an intrusion can be, especially because 
one can not predict the future intrusions and give 
them an irregular access label, before they have 
happened. 
     That is why is important to set the concepts of 
the intrusion, so one can define IDPS, no matter 
what is situation arises. 

2.1.2. Intrusion concepts (IC) 
    In order to create an IDPS, various 
approaches can be taken. In this paper, IDPS is 
presented through the layers of a DM System, 
since authors believe this is the most efficient 
method to model a real life situation from the 
perspective of a network security environment. 
    An IDPS can be classified (according to 
various criteria) into different concepts: detection 
model, scope of the protection, time of attack, 
and type of response. The cases of IDPS 
concepts are given below. 
      As a detection model i.e. what is detected: 
 
• Misuse detection i.e. signature based 

approaches 
• Anomaly detection. 
Scope of the protection (or by deployment) i.e. 
where detected: 
• Network Based 
• Host Based 
• Application Based. 
When an attack is detected: 
• Real time 
• After the fact i.e. after attack happened. 
Type of response: 
• Active  
• Passive. 
Based on these concepts, input data from an 
IDPS can be quite varied: traffic network 
parameters, application time, data transfer rate, 
etc., depending which concept is applied. After 
doing Data Retrieval, one proceeds to Data 
Modeling and Analysis are processed next. 
Basically system is doing filtering through all 
parameters that user receives from the network. 
Data which are crucial for the IC are further 
modeled in such a way from which concepts out 
of them. The rest of these data, which are not 
correlated with the IC, are discarded. A full 
description of how concepts are defined, built, 
populated and updated is given in the practical 
example of WIDS in Section 3. 

2.2 Decision support in IDPS: Detection and 
Decision 

After building the IC filtered from retrieved data 
next step in IDPS is Decision Support, namely 
Detection and Decision.  

2.2.1. Intrusion definition 
    Detection in the IDPS is based on the IC. If 
one is able to detect the IC, then one is also able 
to detect the attack. For efficient detection of the 
intruder, one must analyze the attack anatomy. 
One approach is: 

• Reconnaissance 
• Exploitation 
• Reinforcement 
• Covering Tracks. 

After the successful Detection of the intrusion, a 
proper Decision must be made. 

2.2.2. Decision 
In an IDPS Decision Support can be fully 

automatically or include human interaction. After 
the user has been recognized as an attacker, the 
system should be able to decide the following: 
• Close the connection between the user and 

the system, so there is no dataflow 
• Locate the physical resources of the intruder 
• Learn how the attack happened and take 

self-learning steps so that a future attack of a 
similar kind can be blocked. 

As stated earlier, after Decision Support, the 
next layer in IDPS is Prevention. This layer 
depends upon both the Decision support layer 
and the present technology available. 
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2.2.3. Prevention 
    Most of today’s IDS systems will prevent an 
attack by alerting, dropping the offending 
packets, terminating the session for TCP and 
UDP based attacks, and dynamically establishing 
firewall rules that can keep the source of the 
threat off the network indefinitely or for a 
configurable period of time. Known sources of 
attacks can be stopped from even entering the 
network by enabling “Black Lists,” while key 
corporate resources or trusted networks are 
always allowed to pass via “White Lists.”  
      The phases for the response/attack 
prevention [27] are: 
• Preparation 
• Identification 
• Containment 
• Eradication  
• Recovery  
• Follow up and 
• A loop for network self learning. 
In general, the essence of Prevention is to 
protect individual/company data and provide 
Confidentiality, Integrity and Availability (the so 
called “CIA triad”). Viewing Prevention as a 
layered process (like Intrusion Detection and 
Decision Support) helps to better differentiate 
Intrusion weak spots and to builds a strong 
foundation of Prevention actions.  

3. WIDPS 
This section presents a full technical overview 

of our WIDPS solution based on the idea of DM 
layers. The letter W is used here to denote 
wireless, which is one of the growing network 
infrastructures at the present time. 

It has been known that wireless networks 
suffer from all known wired intrusion types as 
well as some new intrusion types that are not 
specific for wired networks. In order to prevent 
these, a new approach is proposed, so one can 
detect and prevent intrusions of this type of 
network automatically.  

3.1.  The new idea and solution 
When it comes to WIDPS, two problems arise: 
• Wireless networks intrusions 
• The kind of solutions which are intended to 

address typical problems in currently 
available IDPSs categories, which are 
briefly described above (misuse/anomaly 
detection, host/network, etc.) and which 
offer the resolution of such problems. 

The idea is to create a WIPDS with a high 
degree of autonomy in tracking suspicious 
activity, detecting intrusions, making 
conclusions/decisions, and launching protective 
action (prevention) against the intruder. 

 
Today’s IDPS are mostly directed toward for 

wired networks. These systems are used in fixed 
and stable networks with “traffic concentration” 
units and their function is based on intrusion 

signs and rules. What the above mentioned 
systems lack are: 
• What should be done about new attacks 

(different from the ones for which one know 
rules/signs)? 

• How should the situation be handled where 
node is not based on a fixed physical place – 
which is case with wireless networks?  

There is no “traffic concentration” in wireless 
networks (especially ad-hoc ones, but also in 
those with infrastructure too). In another words, 
there are no dedicated places where one can put 
IDPS agents (An agent is a program that 
performs some information gathering or 
processing task in the background). One needs a 
system that will support: 
• IDPS agents in clients (wireless clients) for 

joint and local detection 
• Cooperation between IDPS agents 
• Self-learning capabilities 
• Self-decision and alerts  
• Self-defense against intrusion attempts 

(network administrators are not always 
present in the moment of intrusion). 

This can be very complex in multidimensional 
and distributed system. Parties that will benefit 
from increased wireless security are: 
• End user using wireless and mobile networks 

with increased freedom of work 
• WISP (Wireless Internet Service Providers)  
• Wireless software and hardware vendors, 

also where including in other wireless 
software and hardware products are included 
in other products 

• The IT community in general (in this way one 
will encourage the average user to have 
more confidence in using wireless networks). 

The use of Neural Network and Fuzzy logic in 
DM Systems (and also in WIDPS) has been 
considered as the Holy Grail for long time. With 
current developments in both areas possibility 
arises to consider their unity again and to create 
feasible system that combines them in order to 
give a more powerful solutions for the protection 
of wireless networks. 

3.2. Architecture 
The core of our WIDS proposed solutions are 

Agents [20]. In WIDS, agents are responsible for: 
• Intrusion detection 
• Decision support 
• Prevention. 
The architecture of our WIDPS solution is 

shown in Figure 3. WIDPS agents are connected 
(through secure channels) to each other and also 
through Access points. In that way Agents can 
efficiently exchange information and respond 
synchrously when an intrusion happens.   
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Figure 3. WIDPS Agents in ad-hoc wireless network 

[20]  
 
This kind of solution is proposed for ad-hoc 

networks but not for the infrastructure mode. 
Some of this approach could be used to create 
basic principles for building a WIDS. 

In order to protect any type of networks, the 
most important two concepts that need to be 
considered are: 
• Intrusion Detection and Decision Concepts – 

A reactive approach 
• Intrusion Prevention Concepts - Proactive 

action. 
These two are quite different approaches, but 

should be very tightly coupled.  
First, Intrusion Detection and Decision 

Concepts are discussed. The follow-up section is 
dedicated to Intrusion Prevention Concepts. 

3.3. Intrusion Detection and Decision Support in 
WIDPS 

For the WIDPS solution presented in this 
section, the following scenario related to Intrusion 
Detection Concepts is considered. 

If one says that 0 is a proven intrusion, and 1 is 
a proven legal access, one can form limits in the 
following way: 

• A is highest limit of decision where access 
is automatically classified as an intrusion  

• B is lowest limit of decision where access 
is automatically classified as a legal 
access. 

So, one can say that the scope is as shown at 
Figure 4: 

• [0-A] is to deny access 
• [A-B] requires human or artificial 

intelligence intervention 
• [B-1] is to allow access 
      A and B are movable, where A ≤ B. 
  

 
Figure 4. Example of the decision scale 
 
One approach to making automated decisions 

is to define a scale with a range [0% – 100%] 
with thresholds at 40% and 60%. The system will 
consider as an intrusion everything in the range 
[0%-40%] and deny access. Also, the system will 

allow access for [61%-100%]. In the “grey area” 
which is, in this case in interval of [41%-60%], it 
will ask for assistance.  

If one is talking about a WIDS Agent, 
assistance can be required from: 
• A WIDS Sensor 
• A WIDS Server 
• Neighboring WIDS Agents  
• And also from humans (for example from 

system administrator or response center 
personal). In that case it is not an automated, 
but a semi automated DM. 

If assistance is required, suspicious activity will 
be held until an answer is received or a certain 
amount of time has passed. A good visual 
presentation of this is a slider with two movable 
notches representing low and high thresholds. 

In [20], a mechanism has been proposed as 
shown at Figure 5 (slightly modified to fit also 
infrastructure mode also): 

 

 
Figure 5. WIDS Agents in mixed (ad-hoc and 

infrastructure mode) wireless network 
 
This mechanism considers: 

• Data collection 
• Detection (local and cooperative) 
• Intrusion Response (local and global). 

The DM processes in a WIDPS can be through 
the Conceptual Model WIDS Agent, as shown in 
Figure 6.  
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 Figure 6. Conceptual model for a WIDPS Agent in an 

ad-hoc network [14] 
 
The basic input in the Conceptual Model for a 

WIDS Agents is data that comes from an outside 
system and data that comes from the 
neighboring WIDS agents. These two types of 
data are processed in parallel inside the WIDS 
Agents. System data are gathered in the local 
data collection. Further, they are processed with 
a local detection engine and sent both to a 
cooperative detective engine and a local support 
medium.  

Data from the neighboring WIDS agents are 
gathered through secure communications (and 
vice versa, specific WIDS agents also send data 
that they collect to other WIDS agents). Further, 
neighboring data are processed into the 
cooperative detection engine. The cooperative 
detection engine sends processed data to the 
local response medium and to the global 
response medium. 

In several papers related to the WIDPS area 
[6] [8][9] authors propose an implementation of 
multiple layer and multiple dimensional systems, 
which consist of several key elements of IDS and 
IPS. These kinds of systems have been widely 
implemented at several levels in wireless and 
mobile networks. The essence of multilayer and 
multidimensional systems is the local response of 
particular system elements, as well as the 
existence of a global system response (in the 
case when attack happens). This multilayer 
system would have components such as: 
• Intelligent agents and sensors (intrusion 

detection)  
• Servers (central points for gathering and 

intelligent data processing, data exchange 
among other servers, agents, and sensors). 

all with the purpose for generating proper 
prevention actions before any damage in the 
system occurs. 

One of the purposes in the proposed the 

WIDPS is cross network connections and mutual 
accessing of distributed data bases. This way of 
organizing a WIDPS increases the partitioning of 
database and decreases the so called “zero time” 
(time counted after first appearance of new type 
of intrusion until the time when system is ready to 
protect its data). Having this property, a system is 
also resistant to a variety of new types of attacks. 

The following a section is dedicated to a 
second type of Concepts which are necessary for 
the WIDPS solution presented, namely Intrusion 
Prevention Concepts. 

3.4. Prevention in WIDPS 
When suspicious activity is detected or an 

activity is classified as an intrusion, action should 
be launched. This action is classified as a local 
response meaning protecting the local host 
where the WIDS Agents are based or offering 
even wider protection in the network (if possible).  
Preventive action can also be defined as action 
to protect network(s) i.e. other neighboring parts 
of a network. Further, action can be extended to 
a wider network area and a higher level of 
security measures initiated. 

In order to differentiate more precisely what 
intrusion is and what it is not, sensitivity and 
specificity definitions related to the WIDPS 
solution are presented next. 

 
3.4.1 Sensitivity, specificity, and accuracy 
In a WIDPS sensitivity is observed according 

to [25]. Therefore, one has four possible cases of 
attack detection: Intrusion Correctly Detected, 
False Alarm, Intrusion Missed, and Integrity 
Correctly Detected. One can make a table of all 
four states, and define them as: True Positive, 
False Positive, False Negative, and True 
Negative, as shown at Table 1. 

 
  Intrusion 

  + - 

+ TP FP IDPS 

 
Response - FN TN 

 

TP = True Positive = “Intrusion Correctly 
Detected” 

FP = False Positive = “False Alarm” 

FN = False Negative = “Intrusion Missed” 

TN = True Negative = “Integrity Correctly 
Detected” 

 
Table 1. Matrix of intrusions and detection 
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3.4.1.1. Sensitivity 
Sensitivity is defined as the true positive rate 

(for example, the fraction of intrusions that are 
detected by the IDPS) [25]. Mathematically, 
sensitivity is expressed as follows: 
True Positives / (True Positives + False Negatives)  

The false negative rate is equal to 1 minus the 
sensitivity. The more sensitive an WIDPS is, the 
less likely it is to miss actual intrusions. 

Sensitive WIDPSs are useful for identifying 
attacks on areas of the network that are easy to 
fix or should never be missed. Sensitive tests are 
more useful for "screening"; that is, when you 
need to rule out anything that might even 
remotely represent an intrusion. Among sensitive 
WIDPSs, negative results have more inherent 
value than positive results do. 

 
3.4.1.2. Specificity 

Mathematically, specificity is expressed as 
follows [25]: 
True Negatives / (True Negatives + False Positives)  

 
True negatives represent a WIDPS that is 

correctly reporting that there are no intrusions. 
False positives occur when an IDPS mistakenly 
reports an intrusion when there actually is none. 
The false positive rate is equal to 1 minus the 
specificity. 

Specific IDPSs offer the greatest utility to the 
network administrator. For these programs, 
positive results are more useful than negative 
results. Specific tests are useful when 
consequences for false positive results are 
serious. 
3.4.1.3. Accuracy 

Often, a trade-off occurs between sensitivity 
and specificity that varies on a continuum 
dependent on an arbitrary cutoff point. A cutoff 
for abnormality can be chosen liberally or 
conservatively. 

However, there are situations when one needs 
to spend the extra money to achieve both a high 
sensitivity and a high specificity. Accuracy is a 
term that encompasses both specificity and 
sensitivity. Accuracy is the proportion of all 
WIDPS results (positive and negative) that are 
correct. 

For example, you might need a high-accuracy 
WIDPS in an area of the network such as the 
HTTP (Web) Server in Figure 7, which 
represents a typical corporate network and its 
protection. 

 

 
 
Figure 7. Typical corporate network and its simple 

layered protection  
 
In this case, the Web server is under constant 

attack, and it would also cause the most 
immediate embarrassment and financial loss if 
compromised. In order to prevent this, the system 
needs to process any slight anomaly in an 
automatic manner because of the high traffic 
volume. In fact, to achieve the highest sensitivity 
and specificity here, one might need to combine 
layers of different WIDPS proposed. 

3.5. WIDPS and artificial intelligence 
    As stated earlier, AI systems (Neural 
Networks, Expert Systems, Fuzzy Logic) can 
help mimic the way humans think. Human 
thinking, more precisely, a human DM process is 
what one wants to achieve in our WIDPS model 
automatically, so it is appropriate to implement 
this property of an AI system. 
    Two types of this AI are clearly distinguished in 
[28]: 
• Strong AI - claims that computers can be 

made in a way to “think” as humans.  
• Weak AI - claims that computers are an 

important tool in modeling simulations of 
human behavior. 

   Systems with AI have greater autonomy in data 
processing than “classical” computer systems, 
and also the ability to make an automatic 
response based on an implemented DM 
algorithm. An idea of a WIDPS based on a 
Neural Network model is presented next.  
    The main focus of Neural Networks usage is to 
achieve a desirable output to a corresponding 
input (in other words, train the network to “think” 
properly). Once the network is trained for n cases 
(with defined input and output), for n+1 input, it 
will give the correct (but for network unknown) 
output. This is achieved by varying the weights 
on the branches that are entering and exiting 
neural nodes in the network. Startup weights are 
changed over the training time, until the network 
output matches the correct (desirable) output. 
The core of the Neural Network model is 
presented at Figure 8.   
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Figure 8.   Neural network model        
      
 Building WIDPS based on Neural Networks for a 
particular computer system consists of the 
following three phases: 
• Collecting training data - Data Retrieval in the 

DM System (i.e. obtain the audit logs for 
each user for a period of several days. For 
each day and particular user, form a vector 
that represents how often the user executed 
each command). 

• Training - Data Modeling and Analysis, 
Concept Modeling in the DM System (i.e. 
train the neural network to build the user 
profile based on these command distribution 
vectors). 

• Performance – Decision in the DM System 
(i.e., let the network identify the user for each 
new command distribution vector. If the 
network’s suggestion is different from the 
actual user, or if the network does not have a 
clear suggestion, signal an anomaly, and 
take prevention actions). 

These steps, also presented in Figure 9, can be 
reused over time in future WIDPS systems and 
the knowledge base can be shared among many 
servers (used in various networks). As result, one 
will a have fast growing base and systems with 
better efficiency and performances. 
 

   
 
Figure 9. WIDPS solution based on Neural Networks 

4. ACHIEVED RESULTS AND FUTURE WORK 
    Modern systems for intrusion detection and 
prevention demand greater data processing 
abilities, because they need to analyze, in a 
shortest period of time, all of the activities and 
traffic in the system (and system surroundings) in 
order to make a proper decision for intrusion 
detection and prevention.  After that, in so called 
“real time”, a system must activate its prevention 
procedures i.e. its response to attack. The impact 

of the human intervention in complex computer 
systems, where one has high data flow and a 
number of events and activities, is usually much 
slower (often late, or in worst case impossible) 
than what the system parameters demand. 
These facts leads to the conclusion that there is 
a need for automated DM systems, for which 
systems like Neural Networks, Fuzzy logic, 
Expert System, and similar AI systems, can offer 
automatic reasoning support. 

This paper brought together basic approach 
and criteria for an IDPS (WIDPS specifically), 
including theory, methodology and measurement 
to examine and assess the value of Intrusion. 
Also, it introduces another view that is 
untraditional and subject to further analysis, 
changes and improvements. In order to assess 
the value of a real life network system based on 
this approach, it is necessary to design all parts 
of system, develop it, and put it into a real 
environment. This system environment involves a 
significant effort which must be taken in next 
stages of research as follows:  
• Analysis of the simulated model in a 

laboratory environment using tools for 
simulation. 

• Real development of a prototype and work in 
a controlled environment  

• A real system in real environment based on 
DM System layers on the conceptual level, 
and artificial intelligence on the operational 
level. 

5. CONCLUSION 
    In general, the DM mechanism to better 
differentiate whether something is or is not a 
legal access/intrusion is a similar problem to 
many other systems where it is necessary to 
make a decision based support on a limited set 
of known details and in limited time. Using DM 
System layers for the purpose of analyzing and 
designing efficient automated IDPS offers 
another opportunity to come up with better 
solutions. At the beginning, this approach 
appeared interesting and the first results have 
demonstrated the basic nature of the problem: 
introducing DM layers which can also be applied 
in a human way to bring about a decision. An 
important possibility is the use of experience with 
mechanisms that have been introduced in other 
similar systems where automated DM is also 
necessary. This is a new way of thinking about 
IDPS and requires that the work be continued. 
The next steps are related to building a prototype 
that will support IDPS concepts in wireless 
technology and logistic support based on Artificial 
intelligence. 
    It can be concluded that IDPS related 
research, development and usage will be 
expanded rapidly in the near future. This will 
occur because, on the one hand, the importance 
of computers networks and distributed systems 
(especially including wireless and mobile 
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networks) grows every day exponentially, and on 
the other hand, the level of the attacks by 
malicious people/groups is increasing over time, 
proportionally to the importance of these 
systems. 
    Generally speaking, although theoretical 
approaches to IDPS have been presented for a 
long time in scientific circles, their implementation 
is still not making the necessary progress 
demanded by companies, industry and everyday 
computer users. The special emphasis on a 
WIDPS is because of exponential usage growth 
of wireless and mobile networks. These types of 
networks which have unclear borders make it 
easier for malicious people/groups to perform 
eavesdropping, jamming, obstructions, and 
various kinds of new attack types, as well as 
some new methods of network intrusion. 
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Abstract—this paper relates our case study of the 
application of software dependability to the design and 
implementation of robotics languages and architectures. 
The failure of a robot or that of its control system may 
lead to important damage to the environment in which it 
evolves or on human life. On the other hand, the amount 
of software used in robotics systems is increasing 
radically. For these reasons, solutions for software safety 
are needed in order to meet the dependability requirement 
inherent to such systems. In this paper, we show that in 
robotic systems, formal specification and verification 
methods are only used in a few cases and fault tolerance 
mechanisms as well as software testing techniques are 
exploited little. We have experienced static and dynamic 
testing as well as specification and verification with Petri 
nets in the context of the robotic language PILOT 
(Programming and Interpreted Language Of actions for 
Telerobotics) and its control system software. Among the 
benefits of the application of those approaches to the 
control system software, we can quote: detection and 
elimination of faults, fault tolerance capabilities, 
algorithms simplification, operator assistance in the 
design of plans, security of modification in the course of 
mission execution. 
 

Index Terms—Robotics languages, robotics 
architectures, software dependability 

1. INTRODUCTION 
OWADAYS, robots, like the tasks they are assigned, 
are more and more complex. On the other hand, 

important robotics projects may involve hundreds of 
engineers and/or researchers and several institutions. 
In such a context, the availability of proper architecture 
is necessary in order to structure the different levels of 
abstraction and to improve reusability and modularity of 
the hardware and software components of robotics 
systems.  
     Most robots are also critical systems. For example, 
the failure of a mobile robot or that of its control system, 
may lead to important damage to the environment in 
which it evolves or on human life. In the same way, in 
specific applications such as the nuclear field, remote 
surgery, or search and rescue missions, the failure of 
the robot may have disastrous consequences on 
human life. 
     The amount of software used in robotics systems is 
increasing rapidly. As a consequence, the use of 
software engineering techniques becomes necessary 
and even mandatory from the first steps of the 
realization of robotic projects in order to reduce re-
designing costs and to facilitate software evolution and 
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maintenance. These techniques include dependability 
means which are of particular interest for critical 
systems. 

In this paper, we focus on software dependability in 
robotic architecture. Dependability is a justified 
guarantee that the system will appropriately perform its 
mission and not cause a catastrophe. Two means of 
dependability are often used: fault avoidance and fault 
tolerance [1]. Fault avoidance aims at producing a 
system containing as few faults as possible. To achieve 
this goal, the mechanisms used are formal methods 
and languages of specification and testing. As for fault 
tolerance, it aims at making it possible to the system to 
behave in a satisfactory way even in the presence of 
faults. Fault forecasting is also a common approach 
used for dependability. It aims at estimating the present 
number, the future incidence and the likely 
consequences of faults. 

The second section of this paper is dedicated to the 
problem statement. The work related to software 
dependability in robotic architecture is presented in the 
third section. The language PILOT and its software 
architecture, both proposed by the LISyC Laboratory of 
Brest in France for safe robotic applications, are 
presented in the third section. The fourth section 
addresses the solutions proposed for the dependability 
of robotics applications in the context of PILOT and its 
software architecture. The results of the application of 
these solutions are presented in the fifth section. The 
seventh section is dedicated to the discussion about the 
solutions proposed or experienced within the framework 
of PILOT and those provided by other robotic 
architectures. This paper ends by conclusions and 
perspectives in the eighth section. 

2. PROBLEM STATEMENT 
Although various solutions have been proposed for 
general purpose software dependability, most of them 
are currently unapplied or applied in very few cases in 
the field of robotics. This is probably due to the need 
of adaptation for a proper use in robotics. Another 
reason is the low implication of computer science 
specialists in the early steps of the design of robotics 
systems. Finally, some aspects of the software 
engineering process such as testing are not 
considered as important as they should be. 
The following questions are therefore of particular 
importance. Are the existing software dependability 
solutions adapted to the field of robotics? How to 
adapt existing software dependability solutions to the 
potential designers/developers of robotic systems? 
In order to find an answer to the above questions, we 
have investigated the application of software 
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dependability to the design and implementation of 
robotic control architecture. 

3. RELATED WORK 
     The modularity inherent to robotic architectures 
prevents faults by simplifying the development of their 
components and their testing. It also allows a better 
error confinement and as a consequence, better fault 
tolerance capabilities. Apart from this intrinsic feature, 
the taking into account of software dependability in the 
design and the implementation of robotic architecture 
still remains limited nowadays.  A certain number of 
studies however were carried out in this field for fault 
avoidance and fault tolerance. As far as fault 
forecasting is concerned, few studies have been done. 
A short overview of robotics architectures will be given 
first, and then the state of the art of software 
dependability in those architectures will be presented. 

3.1 Brief overview of robotic architecture 
Robotics architectures can be classified in four main 

categories: centralized architectures, hierarchical 
architectures, behavioral architectures and hybrid 
architectures. 

Centralized architectures were inspired by artificial 
intelligence [21]. They place planning in the centre of 
the system and share the axiom whereby the central 
problem in robotics is cognition, i.e., the handling of 
symbols to maintain and act on a model of the world, 
the world being the environment with which the robot 
interacts. Among centralized architectures, we can 
mention: the planning system STRIPS [22] and 
Blackboard architecture [9]. Centralized architectures 
are well adapted for tasks where reactivity and reflex 
are not essential criteria. 
Hierarchical architectures break up the programming of 
the applications into increasingly abstract levels. The 
role of each level is to break up a task recommended to 
it by the higher level, into simpler tasks which will be 
ordered at the lower level. The highest level manages 
the global objectives of the application, whereas the 
lowest level orders the actuators of the robot. The best 
known example of this type of architecture is NASREM 
[15]. In the same family, we can quote the architecture 
of the LIFIA [8] and architecture SMACH [31]. 
Hierarchical architectures are adapted for tasks which 
are carried out in a foreseeable environment and which 
require a high precision. Hierarchical architectures 
generally have a rather low reactivity. 
Behavioural architectures were born with Brooks’s 
subsumption architecture [5]. They are based on the 
idea that a complex and evolved behaviour of a robot 
can emerge from the simultaneous composition of 
several simple behaviours. The architecture DAMN 
suggested by Rosenblat [26] is a variation on the work 
of Brooks. The main asset of behavioural architectures 
is their speed of reaction vis-à-vis the external events or 
to specific situations. However, they are not adapted to 
applications which involve the competition of several 
behaviours (difficulty to ensure the stability of execution 
of the law of complex orders) or impromptu changes of 
the mission (the behaviours are pre-established). 

Hybrid architectures combine the reactive capacities of 
behavioural architectures and the capacities of 
reasoning specific to hierarchical architectures. Among 
them, we can cite: the CONTROLSHELL [28], the 
architecture of the LAAS [24] or architecture ORCCAD 
[11]. After this overview of robotic software architecture, 
the next subsection presents the state of the art of 
dependability in robotic architectures. 

3.2 State of the art of dependability in robotics 
architectures 

3.2.1. Fault avoidance 
Formal verification 
In the subsumption architecture, behaviours are 
modelled by augmented finite state machines. This 
modelling allows the application of formal verification 
methods. The architecture of the LAAS integrates an 
execution control component which has been 
synthesized from a model of acceptable and dangerous 
states using model-checking techniques. Its aim is to 
ensure that the system will never reach an inconsistent 
state [24]. In the architecture ORCCAD, the 
synchronous language ESTEREL and formal 
verification tools are used for the specification and 
verification of the control part [33]. In ProCoSA, an 
environment for implementing advanced mission 
management in autonomous vehicles, behaviours are 
formally described with Petri nets [2][3]. Running the 
system is achieved by an automaton which performs 
requests to functionality servers in accordance with the 
specification encoded in the Petri nets. Rutten proposed 
a toolkit for the safe programming of robotics 
applications [27]. The latter is based on the synthesis of 
controllers [25]. 
Testing 
Very few reports exist on the application of testing to 
robotics software. However, an intensive testing was 
carried out in the context of the RAX architecture [4][13]. 
The authors underline the relevance of intensive testing, 
notably the problem of defining suitable test oracles. 

3.2.2. Fault tolerance 
Fault tolerance usually involves 4 main steps: error 
detection, damage evaluation, error recovery and 
system repair. We will only consider error detection and 
error recovery which are the main steps currently 
addressed in the context of robotics architectures. 
Error detection 
In RoboX9 [32], error detection is implemented with 
timing checks by using watchdogs. These checks are 
used for speed monitoring, obstacle avoidance, 
bumpers and laser sensors. RoboX9 also implements 
reasonableness checks to monitor robot speed, in order 
to ensure that this remains within a specified interval. In 
the R2C component of the LAAS architecture [24], error 
detection is implemented using safety-bag-checks 
which consist in intercepting and blocking the system 
commands if they do not respect a set of safety 
properties specified during development. Error detection 
is also performed with Monitoring diagnosis which 
consists in checking system behaviour against a 
mathematical model. It is mainly used to detect 
hardware errors. In the European project ADVOCATE 
II, an intelligent diagnosis system has been proposed 
for a deepened diagnosis of AUV (Autonomous 
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Underwater Vehicles) in case of failure [23]. This 
system is based on the following artificial intelligent 
techniques: Bayesian belief networks, fuzzy logic and 
neuro-symbolic systems. The architecture proposed in 
[29] by Seabra Lopes et al. for the assembly of tasks 
also provides at various levels of abstraction, functions 
for the diagnosis of error. The modelling of the failures 
of execution made through taxonomies and causality 
networks plays a central part in the diagnosis. 
Error recovery 
The main solutions used to implement error recovery in 
robotics systems are error confinement, positioning in a 
safe state, and reconfiguration. 
In RoboX9, error confinement is implemented by using 
dedicated processors.  Critical tasks such as 
localization and navigation tasks are executed on one 
processor and the other tasks are launched on another 
processor.  
Positioning in a safe state may be executed in case of 
critical component failure or while executing a time-
consuming recovery action. Such mechanisms are 
provided for example on the ASTER’x AUV of the 
IFREMER [16] (parking at the bottom of the sea, 
procedure of safe failure to release the robot from the 
ballast, etc.). 
Software reconfiguration is not directly addressed in 
most robotics architectures. Nevertheless, one can 
quote corrective maintenance through the use of 
patches, which is a particular form of reconfiguration. It 
has been applied to recover the Martian rovers 
Pathfinder and Sojourner which failed respectively 
because of priority and RAM management failures. 
Another implementation of fault tolerance found in 
robotic architecture is the fault masking technique [1]. It 
consists in taking advantage of the redundancy 
resulting from the combination and permutations of 
possible actions to replace a combination of actions 
which have become unusable, due for example to a 
failure, by an alternate combination of actions. Such 
technique is used in architectures such as that of the 
LAAS, ORCCAD, and CIRCA [7]. 
Security aspect in the realization of robotics missions 
was one of the main motivations of the project 
“Software Architectures for Mobile and teleoperated 
robotics” initiated by the LISyC Laboratory in the 90’s, 
which led to the creation of PILOT and to its control 
system. PILOT system has been built as a hierarchical 
architecture with two main parts: a high level part 
located on the remote control computer and a low level 
part embedded on the teleoperated robot. In the two 
following sections, we present the work completed in 
this context for the reliability of robotics applications. A 
short description of the language PILOT and of its 
control system software is first carried out. The 
solutions for safety implemented within the framework 
of PILOT system are then approached.  

4. SHORT OVERVIEW OF THE LANGUAGE PILOT AND ITS 
CONTROL SYSTEM SOFTWARE 

4.1. The language PILOT 
PILOT is a graphical and interpreted language mainly 
dedicated to the remote control of robots.  It is based on 
the notion of action. An action encapsulates an order 
executable by the robot, a precondition and one or more 
supervision rules to which processing are associated. 

Two kinds of actions are discriminated: elementary and 
continuous actions. Unlike a continuous action whose 
end is triggered by an enclosing primitive of the 
language, an elementary action generally ends when its 
predefined goal is reached. Whatever kind it may be, an 
action is only executed when its precondition rule is true 
(unless the operator decides to force the execution). In 
the same way, if during the execution of an action, one 
of its supervision rules becomes true, then the 
corresponding processing is performed. 
The language PILOT provides control structures for 
plan building: sequence, conditional, iteration, 
parallelism and pre-emption. Detailed information on the 
language PILOT can be found in [6, 14]. 

4.2. The control system software of PILOT 
The control system software of PILOT (FIG. 1) is the 
interface between the user and the controlled machine 
(target robot). It comprises six modules: a Man Machine 
Interface (MMI), a Communications server, a Rules 
Generator, an Evaluator, an Execution Module or Driver 
and an Interpreter. These modules run in parallel and 
communicate through sockets and shared memory. The 
control system can work either in centralized mode, or 
in distributed mode. The choice of the working mode is 
done in a static way (before compilation). 
 

 
FIG. 1 The control system of PILOT 

 

     The MMI provides means for the construction of 
plans, the dynamic creation of actions (without 
recompiling of the code), and the modification of the 
plan before and during the execution of this last. It also 
integrates means for the supervision of the execution of 
the plan. The MMI stores the plan in a storage area 
shared with the interpreter. This reads the plan in 
shared memory and sends orders (request for 
evaluation of precondition of an action, order of starting 
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of the action, etc) to the other modules in order to carry 
out the execution of the plan. The communications 
server manages the communications between the 
modules of the control system. The role of the rules 
generator is to transform the character strings of 
preconditions and supervision rules into binary trees. It 
stores the result in a storage area shared with the 
evaluator. This evaluates the precondition and 
supervision rules by using the corresponding binary 
trees. The execution module is the interface between 
the robot and the control system. It translates the high 
level orders of the plan into low level orders 
comprehensible by the remotely operated machine. The 
execution module supports various protocols of 
communication (serial connection, Ethernet, FDDI). 

5. SOLUTIONS FOR THE DEPENDABILITY OF ROBOTIC 
APPLICATIONS WITH PILOT 

     The solutions for dependability in the context of 
PILOT can be divided into two categories: features 
directly integrated in the language or implemented in its 
control system (internal mechanisms) and solutions 
related to the software development process (formal 
specification and verification, testing).  

5.1. Internal mechanisms 
The actions of PILOT comprise precondition and 
supervision rules.  An action can be carried out only if 
its precondition is true. In the same way, when a 
supervision rule is satisfied, the associated processing 
is carried out. PILOT plans can be modified during 
their execution.  
The environment of control of PILOT was equipped with 
a mechanism of syntax-oriented edition making it 
possible to guarantee the syntactic validity of the plan at 
each phase of its construction (insertion, modification, 
suppression of primitives) [17]. A controller based on 
the formalism of “controllers’ synthesis” was also 
integrated into the control system.  

5.2. Mechanisms related to the software development 
process 

Software testing 
Static and dynamic testing was applied to the interpreter 
which is one of the most critical modules of the control 
system of PILOT [18]. A simple simulator of robot was 
built for the dynamic testing operations in order to avoid 
damage to the real robot and its environment.  The 
static test consisted, on the one hand, in reading the 
source code with the aim of detecting the programming 
errors and, on the other hand, in analyzing it in 
comparison with the algorithms of interpretation and the 
semantics of PILOT. As regards the dynamic testing, it 
consisted in defining testing data and applying them to 
the binary code of the interpreter. The testing data were 
defined by combining a functional approach with the 
experience feedback of the tests already carried out. 
For the definition of the representative sample of testing 
data, we adopted an incremental approach. The empty 
sequence was initially tested, and then the other 
primitives of the language were tested individually. 
Combinations in length, in width and in depth of the 
primitives of the language were then considered by 
increasing respectively, the number of elements in the 
sequences of the plan, the number of branches in 

parallel and conditional primitives, and the level of 
overlap. In order to have a limited set of testing data, we 
emitted stability assumptions: actions of the same type 
are interchangeable; the set of sequences resulting 
from the combination of any pairs of primitives is 
representative of the set of sequences comprising two 
or more primitives except for the problems of memory, 
etc. 
Modelling, simulation and static verifications 
     The various modules of the control system software 
of the language PILOT were modelled using finite state 
automata and interpretation algorithms were defined for 
the various primitives of the language [6], but the 
automata were not checked. 
The static and dynamic testing described above do not 
make it possible to guarantee the conformity of the 
interpretation of the plans to the operational semantics 
of the language PILOT. Complementary work was 
carried out to alleviate this disadvantage [19]. It 
consisted in modelling the algorithms of interpretation 
and checking their conformity in comparison with the 
operational semantics of the language in order to 
correct the possible dysfunctions and to regenerate the 
code of the interpreter starting from the validated model. 
Coloured Petri nets (CPN) were used for modelling and 
verification. The software used was Design/CPN which 
is currently replaced by CPN TOOLS 
(http://www.daimi.aau.dk/DesignCPN).   Petri nets and 
more particularly CPN were selected for various 
reasons. Their graphic nature offers the user-
friendliness necessary for a later use of the model as a 
means of communication between the various people 
implied in the development of the control system. They 
make it possible to represent relatively simply the 
various concepts of algorithmic and programming. The 
availability of tools, for the simulation and the checking 
of the models, was also an important criterion.   
Test plans were generated using the approach adopted 
during the dynamic testing of the interpretation 
algorithms and their execution was simulated. The 
simulation making it possible to explore, in practice, only 
part of the execution paths, complementary work was 
carried out. From the CPN modelling the algorithms of 
interpretation and a test plan, the graph of accessible 
markings corresponding to the possible execution paths 
was generated using the Design/CPN tool.  The graph 
of markings and the test plan were then transmitted to 
the verification program which examined, for each 
execution path, the satisfaction of the operational 
semantics of the language. 
     As far as the syntax-oriented edition mechanism 
mentioned above (subsection 5.1) is concerned, its 
conformity in comparison with a formal plan synthesizer 
was checked. It consisted in modelling PILOT plans and 
the edition operations in Prolog and then checking that 
all and only all syntactically valid plans were built [17].  
This work was done using the SWI-Prolog tool.  
     In addition to the above verifications, a solution 
based on real time scheduling has been proposed in 
order to ensure real time properties of missions [12, 
20]. It consists in modelling the whole control system 
of PILOT in terms of tasks, buffers and communication 
channels.  From this model and from measurements 
performed on the platform, the maximum bounds on 
the occupation and the waiting time of its buffers are 
calculated [30] as well as the worst case response 
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times of tasks [10]. Once response times of the control 
system’ tasks are computed, one can obtain the 
response times of the actions and control structures of 
the language PILOT. 
     After this presentation of the solutions proposed for 
the dependability of robotics applications with PILOT, 
the next section addresses the results emanating from 
their application to PILOT and to its control system 
software. 

6. RESULTS 
Precondition and supervision rules avoid unsafe 
execution of actions. If we consider for example the 
action “move forward” for a mobile robot equipped with 
detectors of obstacles, a rule of precondition could be 
the test of absence of obstacle. One of the supervision 
rules would be for example the test of presence of 
obstacles. 
Thanks to the possibility provided by PILOT for runtime 
modification of plans, the operator can, in the event of 
dysfunction in the execution of a plan, make 
modifications allowing the system to return in a 
satisfactory operating condition (continuation of the 
mission or stop in a safe state). The syntax-oriented 
edition mechanism and the controller make it 
possible to preserve the advantages of the possibility of 
modifying plans dynamically. Indeed, the interpreted 
nature of the language and the possibility of modifying 
plans in the course of execution allow the execution of 
incomplete plans. One can thus launch the execution of 
a plan with missing parts such as the end of the main 
sequence or containing a parallel structure whose 
execution cannot finish because it is incomplete. The 
syntax-oriented edition avoids such situations. The 
controller ensures the semantic validity of the plan at 
runtime by disallowing modifications such as 
suppression of running actions, and allowing insertion of 
primitives only if it makes sense. 
The static and dynamic testing made it possible to 
detect and correct errors of various types: error in the 
management of software interruptions and in the 
management of continuous actions termination, etc.     
The finite state automata modelling the modules of the 
control system software and the interpreter algorithms 
provide a good basis for the prevention of errors (the 
application of formal verification methods is possible). 
Moreover, they make it possible to avoid errors due to 
the distortion of information throughout the design and 
implementation process of the control system software. 
The modelling of the interpretation algorithms with 
Petri nets made it possible to note that simplifications 
were possible both on the level of the internal 
representation of a plan, and on the level of the 
algorithms of interpretation, and to apply these to the 
control system (suppression of a component in the 
internal representation of the plan, merging of the two 
sequence interpretation algorithms, etc.). The 
simulation of the Petri nets made it possible to detect 
termination problems (deadlock in the execution of an 
empty preemption primitive, etc.). 
The checking of conformity of the syntax-oriented 
mechanism in comparison with a formal plan 
synthesizer allowed the validation of the proposed 
mechanism. 

The work based on real time scheduling made it 
possible to characterize temporally the control system 
and to validate temporally PILOT plans before their 
execution. 

7. DISCUSSION 
      The supervising rules mechanism is equivalent to 
the exceptions mechanism and constitutes a solution 
for the implementation of fault tolerance. 
      As far as formal methods are concerned, the 
solutions proposed for the LAAS Architecture as well 
as for the PROCOSA system of the ONERA are 
mainly oriented towards the generation of controllers 
whereas the ORCCAD architecture mainly deals with 
static verification of missions. Both approaches have 
been experienced in the context of PILOT. These 
different studies show that although significant effort is 
needed for the adaptation of formal methods to the 
field of robotics, it is not only possible but very useful. 
Controller synthesis is particularly important for 
architectures such as PILOT which allow runtime 
modification of missions (the set of authorized 
missions is restricted to those satisfying some formally 
defined safety constraints). 
       Virtually no experience on the use of software 
engineering techniques for the design of robot control 
architectures has been reported. Our experimentation 
of software engineering techniques of modelling, 
simulation and testing with the PILOT architecture 
shows that some specificities of robotics need to be 
taken into account, in particular for the testing (events 
generated by the robot which are not easily 
controllable, simulator required for hostile 
environments or to avoid damage to the robot under 
test or the environment, …).  The characteristics of the 
mission programming (existence of elementary actions 
which impacts the structuring of plans) approach can 
also be exploited for the definition of testing data set. 
    Operator intervention on the course of the mission 
is a requirement of robotics applications. It is part of 
the features needed for fault tolerance of robotics 
applications. Making it possible to dynamically modify 
missions is therefore an asset for dependability of 
such applications. Nevertheless in order to be fully 
beneficial, such possibility needs to be complemented 
with additional features such as a syntax and 
semantic-oriented edition of missions. At first glance, 
such a mechanism seems time-consuming, but this is 
not necessarily true. Indeed, in our case study with 
PILOT, the verification needed in case of modification 
is limited to the direct enclosing control structure. 

8. CONCLUSION AND FUTURE WORK 
Formal methods have been used only in a few 

robotic architectures. In the same way, fault tolerance 
mechanisms are exploited little. One can also note the 
small number of experiments reported as regards 
rigorous testing in the realization of robotic 
architectures.  Structured testing is however very 
important in the process of development of 
dependable software. Globally, a significant effort is 
needed in the application of software dependability 
techniques to the design and implementation of 
robotic architectures. The use of distribution in robotic 
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architectures provides the opportunity of improving 
fault tolerance through mechanisms such as 
replication. The work completed within the framework 
of the language PILOT and its control system brought 
generic solutions for the dependability of robotics 
applications: a precondition rule which ensures the 
safety of action execution, monitoring rules which 
make it possible to recover from an action failure, a 
syntax-oriented edition mechanism which assists the 
operator in the design of plans and reduces the risks 
of faults, possibility to modify missions during 
execution which makes it possible to recover from 
errors, mechanism of security of modifications in the 
course of execution. The static and dynamic testing as 
well as the formal modelling and checking applied to 
the interpreter of plans can also apply to other mission 
programming environments. Several perspectives can 
be envisioned in the continuation of the former work. 
One of them is the automation of the testing process. 
It is necessary to generate proper traces and to 
design and implement traces analysis methods for 
fault detection. Another perspective is the use of 
theorem proving to extend the validation of the PILOT 
syntax-oriented edition approach which was limited to 
plans of a maximum size of 14 (maximum number of 
elements of the list modelling the plan) due to the 
combinatory explosion of the model-checking 
approach formerly used.  
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Abstract—This paper represents an annotated 

bibliography of interest for development on new 
internet-based strategies for efficient company 
management, effective customer-relationships, 
development, outsourcing, and negotiation 
infrastructure in mobile semantic web, with a 
special emphasis on transitional economies. Each 
bibliographical unit (a paper) to be presented 
belongs to the one of the following categories: 

TE (Transition economies) 
EB (Electronic business) 
MB (Mobile business) 
SW (Semantic web) 
IS (Internet strategies) 
CRM (Customer relationship management)  
OS (Outsourcing) 
NG (Negotiation) 
MM (Marketing methods) 
SC (Supply chain) and  
MG (Management). 
The approaches described in presented papers 

can serve as justification for the application of a 
novel approach introduced by this author: iterative 
gradual refinement based on the back tracking and 
feedback (IGRBTF). This paper concludes with the 
essence of the proposed approach, which is the 
subject of a follow-up paper. 
  

1. INTRODUCTION 
he field of interest for this study includes a 
vast body of knowledge. However, this study 

includes only the work which is of interest as a 
justification for a new approach elaborated later 
on.  

Each paper is presented in a uniform way, with 
approximately one extended sentence, which 
points to the essence. For easier reading, all 
relevant references are classified, and listed at 
the end of this survey. 

2. CLASSIFICATION 
The basic classification used in this paper is 

flat, but it can easily be made hierarchical, if so 
necessary for future research.  

Basic classes are defined in the abstract and 
more precise descriptions are presented next, 
from a number of various sources.  More 
elaborated descriptions can be found in the open 
literature. 
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2.1 .Definition of the TE class 
The term "transition economy" has often been 

used to describe the process of change in 
economies (such as in Eastern Europe) which 
are passing from a socialist economic system to 
a free market system based on private property. 
Transition economies undergo economic 
liberalization, letting market forces set prices and  
lowering trade barriers, macroeconomic 
stabilization, where immediate high inflation is 
brought under control, as well as restructuring 
and privatization, in order to create a financial 
sector and move from public to private ownership 
of resources. 

 

2.2 Definition of the EB class 
Electronic business (e-business) is any 

process that a business organization conducts 
over a computer-mediated network. It does not 
include only buying and selling, but also servicing 
customers and collaborating with business 
partners. Today, this is mostly done using the 
Web-based technologies. 

 

2.3 Definition of the MB class 
Business combines business processes, 

electronic business, and digital wireless  
communications (in other words, doing business 
using wireless services). It also means delivering 
real-time action and information anytime, 
anywhere via Web, e-mail, and mobile devices to 
employees, managers, partners, and customers. 
Mobile business technology enables you to 
achieve high organizational agility and deliver 
data, services, and products to customers 
wherever they are. 

 

2.4 Definition of the SW class 
The Semantic Web is a technology that intends 

to create a universal medium for information 
exchange, by putting documents with computer-
processable meaning (semantics) on the World 
Wide Web. The Semantic Web is about two 
things: common formats for interchange of data 
(where on the original Web we only had  an 
interchange of documents) and language for 
recording how the data relates to real world 
objects. For the semantic web to work in 
everyday applications computers must have 
access to structured collections of information 

A contribution to development of methods 
for E-business and E-commerce  

 Milutinovic, Dusan V. 

T 



 

 57

and sets of inference rules that they can use to 
conduct automated reasoning. 

 

2.5 Definition of the IS class 
Internet Strategy presents a comprehensive 

plan to clearly define one party's goals for its own 
web site, vision to be transferred to the visitors of 
the web site, and how the website will achieve 
the purpose one party has for it. In other words, it 
is the plan for using the World Wide Web to add 
long-term value to ones company.  Globally, it is 
a "game" plan that one will use to  expand either 
e-business (enhancing business to business 
capabilities and transactions over the web) or 
eCommerce (providing goods and services over 
the web to one’s customers). 

 

2.6 Definition of the CRM class 
Customer Relationship Management is a 

business strategy to identify, cultivate, and 
maintain long-term profitable customer 
relationships. It requires developing a method to 
select your most profitable customer 
relationships (or those with the most potential) 
and working to provide those customers with a 
service that exceeds their expectations. CRM 
entails all aspects of interaction a company has 
with its customer, whether it is sales or service 
related.  For example, an enterprise might build a 
database about its customers  that described 
relationships in sufficient detail so that 
management, salespeople, people providing 
service,  and perhaps a selected customer can 
directly access information, match customer 
needs with product plans and offerings,  remind 
customers of service requirements, know what 
other products a customer had purchased, and 
so forth. 

 

2.7 Definition of the OS class 
Outsourcing (or contracting out) is often 

defined as the delegation of non-core operations 
or jobs from internal production within a business 
to an external entity (such as a subcontractor) 
that specializes in that operation. Outsourcing is 
a business decision that is often made to lower 
costs or focus on competencies. Basically, it is 
contracting with organizations outside your 
country for work that could otherwise be done by 
employees within your company. Business 
process outsourcing is the act of giving a third-
party the responsibility of running what would 
otherwise be an internal system or service. 
Typically, companies that are looking at business 
process outsourcing are hoping to achieve cost 
savings by handing the work to a third-party that 
can take advantage of economies of scale by 
doing the same work for many companies. 

 

2.8 Definition of the NG class 
Negotiation is a business process by which 

parties involved try to decide upon the issue of 
each party's contribution to the entire deal.  It 
begins with an overview of the concepts of 
negotiation in businesses and goes on to 
different types of negotiation methods and 
technology's impact upon them. A business 
negotiation policy is a general guiding principle 
for achieving a business negotiation goal under 
some specified conditions. Negotiation process 
must be moral or ethical, it must respect the 
inherent worth and dignity of those involved or 
affected. 

 

2.9 Definition of the MM class 
Marketing is the act or process of buying and 

selling in a market. It is an organizational function 
and a set of processes for creating, 
communicating and delivering value to 
customers, and also for managing customer 
relationships in ways that bring benefit to the 
organization and its stakeholders. Marketing can 
be observed as a tool to help promote economic 
growth and development in a community. 

 

2.10 Definition of the SC class 
A supply chain, logistics network, or supply 

network is a coordinated system of organizations, 
people, activities, information and resources 
involved in moving a product or service in 
physical or virtual manner from supplier to 
customer. The primary objective of supply chain 
management is to fulfil customer demands 
through the most efficient use of resources, 
including distribution capacity, inventory, and 
labour. The supply chain is typically comprised of 
multiple companies who are increasingly 
coordinating activities via an extranet. 

 

2.11 Definition of the MG class 
Management represents the group of 

individuals who make decisions about how a 
business is run, the person or persons who 
control or direct a business, or other enterprise. 
Also, it can be the initiation and maintenance of 
an investment portfolio.  Project management is 
the discipline of organizing and managing 
resources in such a way that these resources 
deliver all the work required to complete a project 
within defined scope, time, and cost constraints.  
Knowledge Management caters to the critical 
issues of organizational adoption, survival and 
competence in face of increasingly discontinuous 
environmental change. 
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                             * * * * *  
In principle many other classifications can be 

generated. This one includes only the issues of 
importance for the specific research of the 
author, related to a newly proposed approach. 

 

3. PRESENTATION  
Each one of the above defined classes 

includes examples, which are presented next 
(minimum there per class). 

 

3.1. The TE class 
The TE class includes 4 papers, and their 

essence is presented next. 
Paper [Guru 2002] investigates and analyses 

the specific conditions of an economy in 
transition (Romania), and the appropriate 
strategies for the implementation and use of e-
banking. 

Paper [Hadidi 2006] is dealing with the issue of 
implementing e-finance related initiatives, in 
order to achieve the United Nations Millennium 
Goal. 

Paper [Vij 2006] focuses on the on the issues 
and challenges in e-banking, with a special focus 
on the regulatory and taxation issues. 

Paper [Alter 2001] investigates the 
fundamental concepts in information systems, in 
the light of different meaning and implications of 
e-business and questions about the nature of the 
user in e-business. 

 

3.2. The EB class 
The EB class includes 12 papers, and their 

essence is presented next. 
Paper [Tan 2006] analyses and specifies agent 

security services for as Agentcities banking 
services. 

Paper [Yibin 2003] instigates new challenges 
in E-banking related to policy implications from 
the prospective of society, banks, and regulatory 
authority as well as government. 

Paper [Kerem 2006] presents the development 
of a small and successful example of fast 
introduction of information and communication 
technologies in Estonia, in spite of the fact that 
little more that ten years ago it was a 
technologically relatively backward Soviet 
country. 

Paper [AL-Taitoon 2004] discusses how a 
global help desk unit accomplishes help to 
mobile professionals in a global banking 
organization. This is achieved through analysis of 
the call tickets from the global helpdesk tracking 
system. 

Paper [Malhotra 2002] examines the key 
assumptions of any informatics strategy and 
demonstrates why they should be considered 
afresh. 

Paper [Ahearne 2006] performs a study within 
one company and mixes multiple data sources in 
order to analyse sales person performance. 

Paper [Hawkins 2006] deals with e-business 
from both philosophy and technology aspects. 

Paper [Galbraith 2006] examines the 
valuations of B2B Internet firms, and the issue of 
post-IP short-term under pricing (not good for 
profit) and long-term underperformance (also not 
good for profit). 

Paper [Lee 2006] observes e-business like a 
tool for effective Internet-based computing and 
communications to execute both front-end and 
back-end business processes. 

Paper [Aissi 2006] proposes a Process 
Coordination Framework for Web services and 
outlines the building blocks required for e-
business automation. 

Paper [Papazogly 2001] promotes a use of 
new global networking possibilities like sharing 
sales data, customer buying patterns, and future 
plans in order to achieve better revenue. 

Paper [Geoffrion 2006b] presents the idea to 
connect operations research with related analytic 
technologies and information technologies as a 
vital engine of further development for the digital 
economy. 

 

3.3. The MB class 
The MB class includes 4 papers, and their 

essence is presented next. 
Paper [Ropers 2006] investigates mobile 

business opportunities to create new revenue 
streams and enhance customer profitability and 
retention without breaking a successful e-
business strategy. 

Paper [Kim 2004] analyses e-business 
implication of the mobile Internet. 

Paper [Camponovo 2006] focuses on the 
strategic uncertainties in a mobile business, 
where a large number of actors are trying a 
number of strategic approaches to position them 
in the most favourable position in the value 
system.  

Paper [Giaglis 2006] extends the definition of 
mobile business to include a complementary set 
of ‘micro’ applications in indoor environments 
(such as museums, exhibitions, hypermarkets, 
and others), where location awareness can 
become a crucial parameter of value-added 
service provision. 

 

3.4. The SW class 
The SW class includes 4 papers, and their 

essence is presented next. 
Paper [Losada 2005] contains the WSMO 

descriptions of the Semantic Web Services that 
will be deployed in the context of the mortgage 
comparison application. 

Paper [Osterwadler 2002] introduced new e-
business model ontology in the light that using 
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the concepts of business models can measure, 
simulate and learn more about the different 
aspects of e-business. 

Paper [Gordijn 2006] presents a conceptual 
modelling approach to b-business called e3-
value that is designed to help define how 
economic value is created and exchanged within 
a network of actors. 

Paper [Gisolfi 2001] explores the business 
impact of web service, how to identify a relevant 
solution opportunity, and how to evaluate the 
many vendor strategies building around this 
technology. 

 

3.5. The IS class 
The IS class includes 8 papers and their 

essence is presented next. 
Paper [Porter 2006] discusses the strategy 

used in Internet technology to shift the basis of 
competition away from quality, features, and 
service and toward price, making it harder for 
anyone in their industries to turn a profit. 

Paper [Damanpour 2006] analyses 
cooperation integration dealing with the issues 
like customer loyalty, profitability, and competition 
advantage in the domain of e-business. 

Paper [Bradshaw 2006] presents extensive 
research conducted over several years by Ovum 
researchers posing as customers into customer 
relationship management, call centre, and e-
commerce strategies, and the software required 
to support them. 

Paper [U.S Department of Commerce 2000] 
analyses issues of dramatic cost reductions in 
computers, computer components, and 
communication equipment as an important 
influence of U.S. economic expansion. 

Paper [Gupta 2001] discusses issues in 
adapting and creating technologies used to 
design, build and deliver e-business applications. 

Paper [Akkermans 2006] analyses information 
technology as a key strategic factor in industry, 
not just a tool to increase business-as-usual 
efficiency. 

Paper [Kauffman  2003] presents various 
phenomena in the field; just as the Internet has 
changed the way many businesses conduct 
business, the Internet can also change the way 
academic researchers gather data.  

Paper [Baake 2000] focuses on e-business 
applications (i.e., IT-applications) based on 
Internet technologies that support all types of 
business processes and products of an 
enterprise. 

 

3.6. The CRM class 
The CRM class includes 4 papers and their 

essence is presented next. 
Paper [Rygielski 2006] observes (through data 

mining) the extraction of hidden predictive 
information from large databases - organizations 

can identify valuable customers, predict future 
behaviours, and enable firms to make proactive, 
knowledge-driven decisions.  

Paper [Massey 2006] describes a 4-year 
initiative undertaken by IBM to re-engineer its 
customer relationship management process and 
capitalize on knowledge-based resources. 

Paper [Romano 2002] presents the status and 
maturity of electronic commerce customer 
relationship management, an emerging subfield 
of management information systems. It is 
investigated through an exhaustive literature 
review of 369 articles from the first published 
article in 1984 through conference papers given 
in 2001 and 2002.  

Paper [Grönroos 2006] discusses the nature 
and sometimes negative consequences of the 
dominating marketing paradigm of today,  
marketing mix management, and furthermore 
discusses how modern research into, for 
example, industrial marketing and services 
marketing, as well as customer relationship 
economics, shows that another  approach to 
marketing is required. 

 

3.7. The OS class 
The OS class includes 3 papers and their 

essence is presented next. 
Paper [Zeidler 2001] discusses the value of 

outsourcing in the light that it delivers the best 
class people, processes and technology under a 
pricing arrangement those benefits from 
economies of scale. 

Paper [Schubert 2001] analyses the issues in 
"virtual world," where   e-government and e-
business are joined and working together. 

Paper [Ono 2001] examines outsourcing to test 
whether productivity-enhancing specialization is 
facilitated in bigger cities. 

 

3.8. The NG class 
The NG class includes 3 papers and their 

essence is presented next. 
Paper [Hammer 2000] presents architecture 

and framework, including negotiation protocol for 
automated negotiations applying multiple IDEAL 
(Internet-based Dealmaker for E-business) 
servers. 

Paper [Kumar 2006] explains the commonality 
in the structure of different price negotiation 
mechanisms such as fixed price sales, various 
forms of auctions, and brokerages.  

Paper [Beam 2006] provides a definition of 
automated negotiation within electronic 
commerce. It outlines two barriers to automated 
negotiation: the ontology issue and the strategy 
problem. 

 

3.9. The MM class 
The MM class includes 3 papers and their 
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essence is presented next. 
Paper [Luo 2001] presents trust production and 

privacy concerns on the Internet as a framework 
based on relationship marketing and social 
exchange theory. 

Paper [Barakat 2006] approaches marketing 
as the business function that identifies customer 
needs and wants,  determines which target 
markets the organization can serve best, and 
designs appropriate products, services, and 
programs to serve these markets (basically it is a 
tool that guides the entire organization). 

Paper [Grönroos 2006] discusses the nature 
and sometimes negative consequences of the 
dominating marketing paradigm of today, 
marketing mix management, and furthermore 
discusses how modern research into, for 
example,  industrial marketing and services 
marketing, as well as customer relationship 
economics, shows that another approach to 
marketing is required. 

 

3.10. The SC class 
The SC class includes 3 papers and their 

essence is presented next. 
Paper [Tatsiopoulos 2006] presents research 

results in the area of Extended Production Data 
Management System development, which 
supports (by the business processes) order 
management, subcontractor selection, and multi-
site/multi-firm production orders release. 

Paper [Johnson 2002] examines how the Web 
is changing supply chain management. 

Paper [Chopra 2006] deals with the question of 
Internet value in a firm, in the light that such a 
value strongly depends on the firm's industry and 
firm's strategy that it pursues. 

 

3.11. The MG class 
The MG class includes 3 papers and their 

essence is presented next. 
Paper [Phan 2002] presents a study of e-

business competitive advantage strategies using 
the success of Intel as an example. 

Paper [Barua 2006] identifies the critical links 
between e-business drivers, financial indicators,  
and operational excellence measures. 

Paper [Geoffrion 2006 a] analyses the impact 
of the emerging digital economy on management 
science research.  

 
                             * * * * *  
This survey covers a relatively broad list of 

topics; however, for all  the covered topics, one 
can say that the existence of the Internet and  
present-day high technology, enables one to 
create an iterative feedback- based approach to 
treatment of selected issues in e-business and e-
commerce, and wider. 

The presented literature shows a drawback of 
all solutions elaborated in the here before 

specified literature. This is the fact that the first 
step solution, based on the Internet data, is never 
optimal. One has to do iterative step-by-step 
refinement, cautiously taking into account the 
effect of the previous iterations. This is done by 
connecting feedback and facts. This is especially 
the case in the countries in transition. This 
means the solutions from strong economies have 
to be applied cautiously and taking into 
considerations feedback facts (culturally and 
economically specifics make a difference). 

In other words, some of the presented 
approaches include elements of look-ahead and 
are proactive, but none of them include a solid 
algorithmic base for iterative refinement based on 
feed-back. Therefore, there is obviously a room 
in this field for innovations based on iterative 
refinement and feedback. 

 

4. ESSENCE OF THE PROPOSED APPROACH 
 

Essence of the proposed new approach can be 
understood from the title of the approach: 
Iterative gradual refinement based on the back 
tracking and feedback (IGRBTF). 

One can make a business decision which is 
believed to be correct (approximately correct), 
and then one can employ high-tech monitoring 
tools (including the Internet), to see the effects. If 
effects (according to the selected performance 
measure) are showing a positive trend (no matter 
what is the chosen criterion of positive trend), 
one can continue with a more detailed model of 
decision-making. One can proceed (with a 
constant awareness about feed-back) through 
the whole business process. A pseudo-code for 
the IGRBTF may look as follows (subject to 
improvement in the follow up research): 

While the business process is in progress, Do: 
a. Make an appropriate decision 
b. Establish performance monitors 
c. Track the effects of the decision 
d. Create the feed-back analysis, based on  
    output  from performance monitors. 
e. Do not stop if results satisfactory, since the  
    environment may change in the near future;  
    do keep informing upstream the decision- 
    making process about the current  
    state-of-the art. 
End Do! 
This approach ensures that, especially in 

rapidly changing economies, the decision-making 
process will become adaptive to the changing’s 
in the environment. This issue is of importance 
both for established markets, and for markets 
that are developing. 

The follow-up paper develops this pseudo-
code into more details and applies the approach 
to the specific environments of financial auditing, 
e-government, and digital economy in Serbia. 
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5. CONCLUSION  
This paper first presents a survey of a number 

of related fields, and tries to extract the essence 
from a number of relevant references. Then, it 
presents the findings and proposes a business 
decision making methodology, applicable to 
general e-business and e-commerce based on  
telecommunications, and wider. 

Various groups of researchers and 
practitioners can benefit from this paper. It can 
serve as a starting point for reading, for those 
who like to enter the field, and it can also serve 
as the starting point for research efforts to create 
new methods based on high-tech tools or the 
Internet. 

The future work implies a more rigorous survey 
of selected papers, as well as the development of 
a detailed methodology, based on the pseudo-
code presented here. Of course, theoretical and 
empirical evaluation of the proposed 
methodology has to be completed in the future, 
too. 
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